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Abstract

The rate of mutation is central to evolution. Mutations are required for adaptation, yet most mutations with phenotypic
effects are deleterious. As a consequence, the mutation rate that maximizes adaptation will be some intermediate value.
Here, we used digital organisms to investigate the ability of natural selection to adjust and optimize mutation rates. We
assessed the optimal mutation rate by empirically determining what mutation rate produced the highest rate of adaptation.
Then, we allowed mutation rates to evolve, and we evaluated the proximity to the optimum. Although we chose conditions
favorable for mutation rate optimization, the evolved rates were invariably far below the optimum across a wide range of
experimental parameter settings. We hypothesized that the reason that mutation rates evolved to be suboptimal was the
ruggedness of fitness landscapes. To test this hypothesis, we created a simplified landscape without any fitness valleys and
found that, in such conditions, populations evolved near-optimal mutation rates. In contrast, when fitness valleys were
added to this simple landscape, the ability of evolving populations to find the optimal mutation rate was lost. We conclude
that rugged fitness landscapes can prevent the evolution of mutation rates that are optimal for long-term adaptation. This
finding has important implications for applied evolutionary research in both biological and computational realms.
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Introduction

Mutation is the ultimate source of genetic variation, and thus

the rate at which spontaneous mutations appear is a fundamental

evolutionary parameter. The mechanisms of DNA replication and

repair are themselves genetically encoded and variable [1–5],

making mutation rates potential targets of evolutionary optimiza-

tion. Two opposing forces contribute to the evolution of mutation

rates. On the one hand, most mutations with phenotypic effects

are deleterious, producing a genetic load that favors organisms

with low mutation rates; on the other hand, beneficial mutations

are necessary for adaptation. Given this trade-off between genetic

load and adaptation, there should exist an intermediate mutation

rate—hereafter referred to as the ‘optimal’ rate, or Uopt—that

balances these forces and maximizes adaptation over the long-

term [6–9]. It is important, however, to note that these two forces

operate at different timescales. The costs of genetic load are

continuously paid in the short-term, whereas the payoffs of

adaptation come in the long-term [6–8,10–12].

Experiments have shown that genotypes with increased

mutation rates can be favored by selection if they face novel or

changing environments [1,13–21]. Similarly, recent work with

RNA viruses has shown that certain high-fidelity genotypes have

diminished fitness and virulence in mice [22,23], which might

reflect their restricted ability to create the genetic variability

needed to escape from immune surveillance. However, another

recent study with an RNA virus failed to observe a positive

association between mutation rate and the rate of adaptation to a

novel environment [24]. Despite their importance, these studies

suffer from some unavoidable limitations. For example, it is

unknown whether the observed mutation rates are the product of

evolutionary optimization or, alternatively, if they are far from

their optimal values. Also, it is often difficult to assess whether

experimental observations reflect evolutionary equilibria or

transient states.

These limitations can be overcome using evolution with digital

organisms owing to the speed and ease of data collection. Digital

organisms are self-replicating computer programs that inhabit a

virtual world where they reproduce, mutate, compete for

resources, and evolve according to the same fundamental

processes as biological organisms [25]. Here, we use digital

organisms to study the ability of natural selection to adjust the

mutation rate. We first validate the existence of an optimal

mutation rate by extensively exploring a range of mutation rates

and observing which rate maximizes adaptation over the long-

term. Then we allow mutation rates to evolve under natural

selection and assess whether the optimal rate is reached. Even in

conditions highly favorable for mutation rate optimization,

mutation rates systematically evolve that are far below the

optimum, showing that natural selection fails to optimize mutation
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rates. We propose a novel hypothesis for these results based on the

topology of the underlying fitness landscape, and we then proceed

to experimentally test it.

Results

Selection Fails To Find the Optimal Mutation Rate
We studied the evolution of mutation rates using the Avida

digital evolution platform [25–34]. To test empirically whether

there was an intermediate, optimal rate of mutation that

maximized adaptation, we performed a series of evolution

experiments. In each experiment, a genetically homogenous

population was placed in a novel environment where it evolved

for 150,000 updates (,15,000 generations) at a constant mutation

rate (see Methods). We explored 15 different mutation rates

spanning six orders of magnitude (1025 to 10 mutations per

genome per generation). The final fitness values confirmed that

there was an optimal mutation rate at an intermediate value, with

Uopt<4.641 (Figure 1). An analysis of the temporal dynamics of

these experiments showed that this rate yielded the highest fitness

from about generation 230 onward. Interestingly, for the very

earliest time points (before generation 50), the lowest mutation rate

(1025) produced the highest fitness values, whereas for generations

50–230 a mutation rate of 2.2 gave the highest fitness values.

To assess whether evolution would produce organisms with

mutation rates near the long-term Uopt, we ran additional

experiments in which mutation rates were allowed to change

(see Methods), starting from rates either below (1023) or above (10)

the optimum. Strikingly, mutation rates evolved to levels far below

the long-term Uopt, regardless of the starting value (Figure 1). In

light of our observation that the optimum rate can change over

time, one might hypothesize that the typical mutation rate of an

evolving population had actually followed a near-optimal

trajectory throughout its evolution, but that the final mutation

rate is not a good indicator of the ability to optimize the mutation

rate. However, this explanation can be ruled out because the final

average fitness of the populations whose mutation rates could

change was significantly lower than the fitness levels of the

populations that evolved at a constant Uopt. The log-transformed

final fitness values for treatments with changing mutation rates

were 4.6160.70 and 1.2360.15 (mean61 s.e.m.) for the

populations starting at high and low initial rates, respectively.

Both of these values are significantly lower than the 14.4560.64

obtained for populations evolved at Uopt (Mann-Whitney tests,

both P,0.001). The fitness advantage for Uopt is also clear for

nearly all intermediate time points (Figure 2A). While populations

starting below Uopt did experience a transient increase in their

mutation rates (Figure 2B), the mutation rates still stayed more

than two orders of magnitude below Uopt. For populations starting

above Uopt, the results were particularly striking because selection

pushed the populations through the optimal rate on their way to

an evidently very suboptimal rate (Figures 1 and 2B).

The finding that mutation rates evolved to be suboptimal was

robust to diverse and substantial changes in the experimental

conditions. First, we tested whether our results depended on the

particular ancestral organism used. In the original experiments,

the ancestor was a default, hand-coded organism. To assess

whether this condition substantively influenced our results, we let a

population founded by this organism adapt for 50,000 updates to

an environment without any rewarded functions, using U = 4.641.

The most abundant genotype at the end of this preliminary run

was then used as the ancestor in repetitions of our original

experiments. Second, we modified the complexity of the

environment by varying the number of rewarded functions. Third,

we tested the effect of environmental fluctuations by introducing

periodic changes in the set of rewarded functions. In some of these

experiments the non-rewarded functions were neutral, and in

others performing these functions reduced fitness. The rate at

which environmental fluctuations occurred was also varied.

Fourth, we experimented with different implementations of how

mutation rates could themselves change over time. In the original

experiments, each organism’s mutation rate had a constant

probability P of changing every generation, and the magnitude

of any resulting change was controlled by a dispersion parameter

s, with P= 0.5 and s = 0.1. We conducted additional experiments

in which we lowered P, raised s, or both by orders of magnitude.

We also explored a configuration where increases in the mutation

rate were more likely than decreases, as may happen in biological

Figure 1. Evolution of suboptimal mutation rates on a complex
fitness landscape. Fitness is shown as a function of the genomic
mutation rate. The solid line shows mean fitness of the final population,
itself averaged over 50 runs, for 15 different static mutation rates
(U = 1025, 1024 and from 1023 to 10 at 1/3 log10 intervals). The shaded
area represents61 s.e.m. The optimal mutation rate—the rate that
maximized final fitness—was Uopt<4.641 (vertical dashed line). The two
colored points show the mean fitness and mutation rate of the final
population, averaged over 50 runs, in experiments where mutation
rates freely evolved with starting values of either 10 (red) or 1023 (blue)
(error bars represent61 s.e.m). Evolved mutation rates and fitness
values were both orders of magnitude lower than those observed in the
experiment with Uopt.
doi:10.1371/journal.pcbi.1000187.g001

Author Summary

Natural selection is shortsighted and therefore does not
necessarily drive populations toward improved long-term
performance. Some traits may evolve because they
provide immediate gains, even though they are less
successful in the long run than some alternatives. Here,
we use digital organisms to analyze the ability of evolving
populations to optimize their mutation rate, a fundamen-
tal evolutionary parameter. We show that when the
mutation rate is constrained to be high, populations adapt
considerably faster over the long term than when the
mutation rate is allowed to evolve. By varying the fitness
landscape, we show that natural selection tends to reduce
the mutation rate on rugged landscapes (but not on
smooth ones) so as to avoid the production of harmful
mutations, even though this short-term benefit limits
adaptation over the long term.

Natural Selection Fails to Optimize Mutation Rates
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systems where it is more likely for mutations to harm than to

improve an existing DNA repair pathway. Finally, we let the

mutation rate apply reflexively to itself, such that high-fidelity

genotypes rarely changed their mutation rates whereas low-fidelity

genotypes did so frequently. In all of these additional experiments,

mutation rates evolved to suboptimal levels (data not shown). We

conclude, therefore, that selection fails to optimize mutation rates

for long-term adaptation in a broad range of experimental

conditions.

Selection Favors Suboptimal Mutation Rates Because
They Are Advantageous in the Short Term

A possible explanation for why mutation rates evolved to be

much lower than Uopt is that selection favored those genotypes that

minimized the short-term fitness costs caused by deleterious

mutations. This explanation is supported by the observations that,

during the earliest generations of the evolution experiments, the

lowest mutation rate yielded the highest fitness values. To test

whether short-term selection would favor low mutation rates, we

performed competition experiments between two kinds of

organisms, designated A and B. These organisms were identical

except for their mutation rate, which was set to Uopt for A and 0 for

B; neither mutation rate was allowed to change during the

competition. All competitions were conducted with the same

environmental configurations as in the main experiments. In all of

50 runs, B drove A extinct in fewer than 40 generations.

Competitions were also performed using U = 1.0 and U = 2.154

for B in order to address whether selection would also favor less

extreme reductions in mutation rate. In both treatments, B drove

A extinct in all 50 trials in fewer than 800 generations. These

experiments confirm our hypothesis that natural selection was

shortsighted and favored low mutation rates, even when such low

rates precluded further adaptation.

Whether an Optimal Mutation Rate Can Evolve Depends
on the Ruggedness of the Fitness Landscape

We conclude from the results presented thus far that the failure

of the evolving populations to achieve or even maintain the

mutation rates that maximize long-term adaptation reflect the

conflict between the short-term cost of deleterious mutations and

the long-term potential for adaptive evolution. We further

hypothesize that the resolution of this tension may depend on

the topology of the fitness landscape on which evolution occurs. In

a rugged fitness landscape, where there are multiple peaks

separated by maladaptive valleys [35,36], populations at a local

optimum must traverse regions of low fitness in the short-term in

order to reach higher-fitness solutions in the long-term. This

conflict leads us to hypothesize that the inability of natural

selection to optimize mutation rates may depend on the

ruggedness of the fitness landscape. The ideal test of this

hypothesis requires comparing the evolution of mutation rates

on fitness landscapes with and without fitness valleys. This test

cannot be performed using the standard Avida setup, owing to the

presence of extensive genetic interactions that make the fitness

landscape complex and rugged [23]. We therefore modified Avida

to allow simple, explicit, user-defined fitness functions that allowed

us to manipulate the ruggedness of the fitness landscape (Methods,

Figure 3). Adaptation occurs so fast when using these simple

configurations that we also had to make the environment fluctuate

between two ‘seasons’ in order to ensure a continual opportunity

for beneficial mutations. These fluctuations mean that genotypes

that are more fit in one season are less fit in the other (Figure 3).

A quantitative investigation of mutation rates spanning orders of

magnitude revealed, once again, that intermediate mutation rates

were optimal over the long-term (Figure 3). We then allowed

mutation rates to evolve starting at a genomic mutation rate either

below (1025) or above (1) the long-term optimum. Near-optimal

values were efficiently selected in those landscapes without a fitness

valley or with a narrow valley (Figure 3, rows 1 and 2). However,

as the width of the valley grew, mutation rates evolved to be orders

of magnitude lower than Uopt (Figure 3, rows 3 and 4). Fitness

values were again used to judge the optimality of mutation rates.

With no valleys or with narrow valleys, the average fitness in

populations with variable mutation rates was slightly above that of

populations with a constant rate of Uopt (Figure 3, rows 1 and 2,

Mann-Whitney test, P,0.001 in both cases), which indicates a

small benefit of adjusting mutation rates during evolution [37]. In

stark contrast, for wider valleys, the average fitness in populations

with variable mutation rates was far below that of populations with

a constant rate of Uopt (Figure 3, , rows 3 and 4 Mann-Whitney

test, P,0.001 in both cases), confirming that the evolved mutation

rates were suboptimal on the these rugged landscapes.

These results show that there exists a conflict between short-

term and long-term evolutionary strategies on rugged landscapes.

In the short-term, low mutation rates are favored because they

Figure 2. Evolutionary trajectories for fitness and mutation
rate on a complex fitness landscape. (A) Evolution of average log-
fitness61 s.e.m. for treatments with the mutation rate fixed at
Uopt = 4.641 (black) and for treatments with variable mutation rates
starting at either 10 (red) or 1023 (blue). (B) Evolution of average log
genomic mutation rate61 s.e.m. for treatments with variable mutation
rates starting at either 10 (red) or 1023 (blue). The black line indicates
the mutation rate that had produced the highest average fitness for
that time point.
doi:10.1371/journal.pcbi.1000187.g002

Natural Selection Fails to Optimize Mutation Rates
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Figure 3. Evolution of mutation rates on simple fitness landscapes with different ruggedness. Here, fitness depended solely on the
match between the environment and the number of a key instruction that organisms had in their genomes. In season A (left column) the key
instruction was deleterious while it was beneficial in season B (center column). Rugged fitness landscapes with maladaptive valleys (rows 2–4) were
introduced by setting the fitness of organisms with intermediate numbers of the key instruction to the minimum fitness level of one. The right-most
column shows the results of evolution experiments under each of these selective regimes. Final fitness is shown as a function of genomic mutation
rate for both static and dynamic mutation rates. The solid black line represents the average of the mean fitness across 10 runs for each of 100
different static mutation rates ranging from U = 0.01 to 1 in increments of 0.01. The two colored points represent the mean fitness and mutation rate,

Natural Selection Fails to Optimize Mutation Rates
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reduce the load of deleterious mutations, whereas in the long-term,

high rates are favored because they increase the chance of

producing beneficial mutants. Whether the short-term interests

dominate, allowing genotypes with suboptimal mutation rates to

spread, should be a function of the expected waiting time until the

discovery of a beneficial mutant. To test this prediction, we

competed genotypes with either optimal or suboptimal rates in the

explicit fitness landscape with a valley size of three (Figure 3). In

one set of experiments, we placed all organisms of both types on

the low local fitness peak (asterisk in Figure 3) and let them

compete for 300 generations (the duration of one season in the

previous experiments). We then repeated the same experiments

except that one of the individuals with the long-term optimal

mutation rate started on the other side of the valley (triangle in

Figure 3), such that the waiting time for the production of a

beneficial mutant was eliminated. A comparison between these

two sets of competition experiments shows that the probability that

a genotype with a mutation rate that is below the long-term

optimum can invade declines significantly when the waiting time

to discover beneficial mutants is artificially eliminated (Table 1).

This result illustrates why wider valleys, which create longer

waiting times for beneficial mutants, cause the evolution of

suboptimal mutation rates.

The reader may also notice that the probability of invasion by

the genotype with the suboptimal mutation rate was rather small

in both sets of experiments (Table 1). This observation might

seem, at first glance, to be at odds with the fact that mutation rates

evolved over the long run to be extremely suboptimal (Figure 3,

rows 3 and 4). This difference makes sense, however, for two

interrelated reasons. First, each environmental change that follows

the fixation of a mutation on one adaptive peak requires another

waiting period for a beneficial mutation, which provides another

opportunity for invasion by a genotype with a suboptimal

mutation rate that reduces the mutational load. Second, any

reductions in the mutation rate become self-reinforcing, as the

lower mutation rates make it less likely to generate a beneficial

mutant on a distant peak, which increases the expected waiting

time for the generation of the next beneficial mutants, thereby

increasing the opportunity for a genotype with an even lower

mutation rate to invade.

Finally, we examined whether the frequency with which the

mutation rate changes (in essence, the mutation rate in the

pathway that encodes the mutation rate), which we call P, affects

the evolutionarily stable mutation rate. Our intuition was that

lower values of P would make contests between lineages with

different mutation rates less frequent, but that the long-term results

of many such contests would remain the same. To test this

prediction we again used the explicit landscape with a valley size of

three. Even when P varied over four orders of magnitude, it did

not affect the final mutation rate that was reached (Figure 4).

Hence, the inability of selection to optimize the mutation rate for

long-term adaptation depends on the topology of the fitness

landscape, but not on the frequency with which the mutation rate

itself changes.

Discussion

We have shown that mutation rates evolve to near-optimal

levels on extremely smooth fitness landscapes. However, if fitness

landscapes are rugged, and the maladapted valleys between

nearby fitness peaks are wide, then the scarcity of immediately

accessible beneficial mutations tips the scale such that short-term

selection favors mutation rates that are far below the optimum that

would produce the fastest long-term adaptation. Moreover, this

process is self-reinforcing because the lower the mutation rate, the

less likely it becomes to produce a genotype on the other side of the

fitness valley, thereby effectively widening the valley. The digital

organisms in the standard Avida configuration used in our first set

of experiments exhibit extensive and variable genetic interactions,

making the fitness landscape rugged [23]. In those experiments,

populations invariably evolved to have mutation rates that were

far below the rate that would maximize their long-term fitness

gains. We hypothesized that the ruggedness of the landscape was

responsible for this inability to optimize their mutation rate for

long-term adaptation. In order to test this hypothesis rigorously,

we had to change the fitness landscape in Avida from one that is

an emergent feature of complex interactions among many

both averaged over 50 runs where the mutation rate freely evolved, with initial rates of U = 1 (red) or 1025 (blue). Mutation rate and fitness values
were time-averaged over the last 10 of 50 environmental changes. Owing to very similar final values, despite the very large initial differences, the
individual colored points are indistinguishable in the first two rows, and error bars are not visible. The arrows indicate where mutation rates began
and ended, on average, for the dynamic-rate experiments. Although the optimal mutation rate increases as a function of valley size (note the right-
shift in the dashed line from top to bottom), the evolved mutation rates in fact decrease as a function of valley size (note the left-shift of the blue and
red points from top to bottom).
doi:10.1371/journal.pcbi.1000187.g003

Table 1. Outcomes of competitions between lineages with optimal (Uopt = 0.24) versus suboptimal (Usubopt) mutation rates in the
explicit fitness landscape with a valley size of 3.

With Waiting Time Without Waiting Time

Usubopt Uopt Fixed Usubopt Fixed Neither Fixed Uopt Fixed Usubopt Fixed Neither Fixed P

0 238 2 10 249 0 1 0.0082

0.06 149 24 77 242 0 8 ,0.0001

0.12 185 12 53 229 1 20 ,0.0001

A total of 250 runs were performed for each treatment shown below. The two lineages started with equal numbers in all cases. The entries show the number of times
that each lineage was fixed (i.e., reached 100% of the total population) or that neither lineage was fixed within 300 generations. With waiting time: all individuals started
at the lower fitness peak (asterisk in Figure 3). Without waiting time: one individual belonging to the lineage with Uopt started on the other side of the fitness valley
(triangle in Figure 3). Three different values of Usubopt were examined. P values are based on x2 tests (with 2 degrees of freedom) that measured the effect of waiting
time.
doi:10.1371/journal.pcbi.1000187.t001

Natural Selection Fails to Optimize Mutation Rates
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instructions to a much simpler surface that could be tuned to be

either smooth or rugged. We found that evolving populations were

indeed able to achieve mutation rates that maximized their rate of

adaptation on smooth landscapes, whereas they became stuck at

much lower mutation rates when the valleys between fitness peaks

became too large, thus confirming our hypothesis. A growing body

of experiments with viruses, bacteria, yeast, and higher eukaryotes

shows that epistatic interactions are widespread and vary in their

sign and intensity, implying that natural fitness landscapes are also

often rugged [35,36,38]. Thus, our finding that rugged fitness

landscapes can impede the optimization of mutation rates for long-

term evolutionary adaptation is relevant to the natural world.

Our experiments were performed under conditions that were

favorable for the optimization of mutation rates. First, the

organisms reproduced asexually. Both theoretical [12,39,40] and

experimental work [15] has shown that asexuality facilitates the

evolution of elevated mutation rates, because sexual recombina-

tion breaks up the linkage between mutator alleles that increase

mutation rates and the beneficial mutations that are generated by

the mutators. Second, to ensure that beneficial mutations were

always available, our experiments used either an environment with

more rewarded functions than the organisms ever evolved during a

run (standard configuration) or a changing environment (explicit

landscapes configuration). Third, population sizes were large and

strong directional selection was imposed, so that drift was only a

minor force in our experiments. Smaller populations might

traverse maladaptive valleys more easily, owing to increased drift.

However, small populations would be less likely to generate the

multiple simultaneous mutations that would allow them to leap

across these valleys in a single generation. In populations much

larger than those we tested, the probability of an adaptive leap

involving multiple simultaneous mutations would increase, but

selection should be more powerful in preventing a multi-

generation transition across a valley via drift. The effect of

population size on the optimal mutation rate, and on the evolution

of suboptimal mutation rates, thus remains an interesting area for

future investigation. Nevertheless, while the optimal mutation rate

and the precise width of the valley that is necessary to cause the

evolution of a suboptimal rate may depend on population size, we

would not expect that dependency to undermine the general

conclusion of this paper, namely, that on sufficiently rugged fitness

landscapes, mutation rates will evolve to be suboptimal for long-

term adaptation.

The inability of evolving populations to optimize their mutation

rates for long-term adaptation, even with such favorable

conditions, indicates that mutation rates will be suboptimal under

a wide range of circumstances, at least when fitness landscapes are

rugged and populations are far from a global fitness peak. While

novel environments can promote increases in the mutation rate if

many beneficial mutations become accessible [1,13–21,40], our

work suggests that this rise will be temporary and, moreover, that

even the elevated mutation rates may be suboptimal (Figure 2B).

Also, given the difficulty of optimizing mutation rates that we have

shown, it seems unlikely that stably high mutation rates, such as

those for RNA viruses, are maintained primarily because of the

rapid adaptive capacity they bestow, as has sometimes been

argued [23,41]. Alternative explanations are needed. For example,

the evolution of mutation rates is also influenced by the costs of

replication fidelity [8,23], and recent work has suggested that this

cost might explain the high mutation rates observed in RNA

viruses [24,42]. We expect that a cost of replication fidelity, all else

being equal, will increase the evolved mutation rate. However, we

would not expect the resulting increase to cause the optimization

of mutation rates in general, although in a few fortuitous situations

the cost of fidelity might increase the evolved mutation rate by just

enough to push it near the optimal rate.

Recent theoretical work by Gerrish et al. [43] has predicted

that, contrary to our results, natural selection could favor a self-

reinforcing increase in mutation rates in asexual populations. This

process would continue even until a population suffered a

mutational meltdown and went extinct, because a genotype with

an increased mutation rate generates greater numbers of

deleterious as well as beneficial mutations. Although not explicitly

stated, the prediction of Gerrish et al. [43] of a run-away process

toward higher mutation rates appears to assume a smooth fitness

landscape. However, as we have shown here, the mutation rate

typically evolves to a low value on a rugged fitness landscape, so

that the runaway process explored by Gerrish et al. should not

occur on such landscapes.

Beyond their implications for understanding nature, our

findings are also relevant for applied fields that use evolution to

improve the performance of biological and computational systems,

from molecular and microbial engineering to robotics and

evolutionary computation [44,45]. Researchers using evolution

in computational fields have long sought to use natural selection to

adjust mutation rates automatically and ‘‘on the fly’’, in such a way

that would sustain and even optimize long-term adaptation [46–

48]. These efforts were successful on simple ‘‘toy’’ problems [46],

but became frustrated when applied to more complex problems

because self-adaptive mutation rates generally evolved to subop-

timal levels [47,48]. Our results suggest an explanation: the toy

problems had smooth fitness landscapes, whereas the complex

problems had rugged landscapes with wide valleys that favored

evolutionary conservatism. Our findings also imply that high, fixed

mutation rates will often outperform self-adaptive rates on more

complex problems, although what the fixed rate should be will

depend on the particular problem at hand.

In summary, natural selection is not universally effective at

optimizing mutation rates for long-term adaptation; in fact, it is

very poor in this respect for populations that evolve on complex

Figure 4. Evolutionarily stable mutation rate does not depend
on the frequency with which the mutation rate changes (P).
The evolution of mutation rates in the explicit fitness landscape with a
valley size of three is shown for several values of P, as indicated by the
colored key. Each curve shows the average of 20 runs; the adjacent
bands represent61 s.e.m. The value of Uopt was determined in previous
experiments (see text). The rate of approach toward the evolutionarily
stable mutation rate depends on P, but the equilibrium value itself
does not.
doi:10.1371/journal.pcbi.1000187.g004

Natural Selection Fails to Optimize Mutation Rates
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fitness landscapes. Also, our results caution against making

generalizations based on analyses of simple fitness landscapes,

whether one is studying natural systems or using evolution for

engineering. As we have shown, the mere inclusion of fitness

valleys—which are presumably common to the vast majority of

fitness landscapes—can yield radically different conclusions from

those based on smooth fitness landscapes.

Methods

Experiment One: Standard Configuration
A general description of the Avida software can be found

elsewhere [25]. Here, each experiment started with 3,600 identical

digital organisms. Genome length was held constant at 100

instructions, with 26 possible instructions per site [27]. Reproduc-

tion was asexual. To replicate, an organism first had to copy its

genome line by line by repeatedly executing the copy instruction; it

then had to execute a divide instruction, which took the offspring

and used it to replace a random organism from the population.

During replication, each genomic instruction could mutate to

another with probability m, the genomic mutation rate being

U = 1006m. All instructions were equally likely to result from any

given mutation. The mutation rate was held constant in some

experiments, while in others the rate could change by evolving

over time. In treatments where the mutation rate could change, m
had a constant and high probability P of changing by a small

amount during any replication cycle. The magnitude of any

resulting change was obtained by drawing log2(moffspring/mparent)

values from a Gaussian distribution (0,s2). For the experiments in

which mutation rates were more likely to increase than to

decrease, we drew log2(moffspring/mparent) from a Gaussian (bs2,s2),

where b controls the upward bias, and tested values such that

mutation rates were up to ,1.6 times more likely to increase than

decrease (though seemingly small, this bias has a large cumulative

effect over many generations).

Organisms died when another organism’s offspring replaced

them or when they executed 2,000 instructions without producing

an offspring of their own. All experiments using the standard

configuration lasted 150,000 updates. Updates are an arbitrary

unit of time in Avida; they represent the time during which each

organism, on average, executes 30 instructions [25]. In this

configuration, an update corresponded to roughly 0.1 generations,

although the precise generation time varied depending on the

complexity of the evolved organisms’ phenotypes.

Each organism’s phenotype depended on the complex rules that

governed how its genomic program was executed, and its fitness

depended on the interaction between the resulting phenotype and

its environment [25]. More specifically, each organism had a

metabolic rate that affected how fast it executed instructions, which,

in turn, affected its reproduction rate. The ancestral rate doubled

with every rewarded logic function that an organism performed.

The ancestral organisms could self-replicate but not perform any

other function. The ability to perform logic functions evolved by

mutation and selection during each run. An organism’s fitness,

therefore, represents its expected growth rate relative to others in

the population and depended on both its replication efficiency and

its ability to perform computations. All fitness values are expressed

relative to the ancestor. In reporting fitness data, relative fitness

values were first averaged over all organisms in a population, then

log10 transformed, and finally averaged over all replicate popula-

tions (independent trials) in an experimental treatment.

To perform logic functions, organisms used inputs consisting of

three randomly generated 32-bit strings, which they manipulated

to produce an output. The manipulation of these numbers

occurred as organisms moved them on and off stacks or between

registers by executing instructions such as push, pop, add

(combines the numbers in the two specified registers and places

the result in a third), shift-r (bit shift right), and so on. A function

was rewarded only if the input to output conversion conformed to

one of the 77 canonical one-, two- or three-input logic operations.

For example, the two-input EQU (‘equals’) function requires

inputting two strings and outputting a third string that had a 1 for

each of the 32 bits where both inputs had the same value and a 0

where they differed.

Avida runs are inherently stochastic with respect to mutation

and death. Therefore, we performed 50 replicate runs for each

treatment. Those replicates had identical initial conditions except

for a random number seed. That seed affects the outcome of all

subsequent stochastic events.

Experiment Two: Explicit Landscapes Configuration
The standard and the explicit Avida configurations differed in the

instruction set, the fitness calculation and the mode of replication.

We modified Avida to mimic a two-allele, 10-locus bit-string model

used in a previous study [49]. Genome length was always 10, while

each ‘‘instruction’’ was either A or B; the ancestral genome was

entirely A. Fitness depended only on the number of A or B

instructions in an organism’s genome, according to the seasonal

scheme shown in Figure 3. Every 300 generations the environment

fluctuated between the two seasons, and the experiments ran for

15,000 generations. We found empirically that fluctuating the

environment more or less frequently than every 300 generations

produced smaller fitness differences between the optimal fixed

mutation rate and suboptimal mutation rates (data not shown). That

high mutation rates are most fit at an intermediate rate of

environmental change has been previously shown [49].

In the standard configuration, digital organisms had to copy

their genomic instructions in order to replicate, and their fitness

depended on their speed of replication as well as any rewards they

obtained for performing computational functions. Under this

alternative configuration, the organisms did not copy themselves,

and only the number of A or B instructions mattered to their

fitness. The rest of the setup, such as population size, was identical

to the standard configuration.

Software
All experiments were performed with the Avida software, which

can be downloaded for free at http://devolab.cse.msu.edu/

software/avida. Default settings were used unless otherwise

indicated.
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On the Performance of Indirect Encoding Across
the Continuum of Regularity

Jeff Clune, Kenneth O. Stanley, Robert T. Pennock, and Charles Ofria

Abstract—This paper investigates how an evolutionary al-
gorithm with an indirect encoding exploits the property of
phenotypic regularity, an important design principle found in
natural organisms and engineered designs. We present the first
comprehensive study showing that such phenotypic regularity
enables an indirect encoding to outperform direct encoding con-
trols as problem regularity increases. Such an ability to produce
regular solutions that can exploit the regularity of problems is
an important prerequisite if evolutionary algorithms are to scale
to high-dimensional real-world problems, which typically contain
many regularities, both known and unrecognized. The indirect
encoding in this case study is HyperNEAT, which evolves artificial
neural networks (ANNs) in a manner inspired by concepts
from biological development. We demonstrate that, in contrast
to two direct encoding controls, HyperNEAT produces both
regular behaviors and regular ANNs, which enables HyperNEAT
to significantly outperform the direct encodings as regularity
increases in three problem domains. We also show that the types
of regularities HyperNEAT produces can be biased, allowing
domain knowledge and preferences to be injected into the search.
Finally, we examine the downside of a bias toward regularity.
Even when a solution is mainly regular, some irregularity may
be needed to perfect its functionality. This insight is illustrated
by a new algorithm called HybrID that hybridizes indirect and
direct encodings, which matched HyperNEAT’s performance on
regular problems yet outperformed it on problems with some
irregularity. HybrID’s ability to improve upon the performance
of HyperNEAT raises the question of whether indirect encodings
may ultimately excel not as stand-alone algorithms, but by being
hybridized with a further process of refinement, wherein the
indirect encoding produces patterns that exploit problem regu-
larity and the refining process modifies that pattern to capture
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irregularities. This paper thus paints a more complete picture
of indirect encodings than prior studies because it analyzes the
impact of the continuum between irregularity and regularity on
the performance of such encodings, and ultimately suggests a
path forward that combines indirect encodings with a separate
process of refinement.

Index Terms—Artificial neural networks, developmental en-
codings, generative encodings, HyperNEAT, indirect encodings,
regularity.

I. Introduction and Motivation

ALONG-STANDING challenge for those who work with
evolutionary algorithms (EAs) is to synthetically evolve

entities that rival or surpass the complexity of both natural or-
ganisms and designs produced through human engineering. A
key design principle critical to the success of both is regularity.
Regularity refers to the compressibility of the information de-
scribing a structure, and typically involves symmetries and the
repetition of modules or other design motifs [1]. Regularities
allow solutions to sub-problems to be reused in a design, as
in the cells of a body or the wheels of a car.

The level of regularity that an EA tends to produce is
affected by the encoding, which is how information is stored
in the genome and the process by which that information
produces the phenotype. Regularity in evolved solutions is
less likely to emerge with direct encodings, wherein each
element in the genotype encodes an independent aspect of
the phenotype. In contrast, regularities are common with
indirect encodings (also known as generative or developmental
encodings), wherein information in the genome can be reused
to affect many parts of the phenotype [2]. Natural organisms
are regular largely because they are encoded indirectly [3]–[5].

Reusing genetic information also facilitates scalability. With
indirect encodings, evolution can search in a low-dimensional
space yet produce phenotypes with many more dimensions.
For example, only about 25 000 genes encode the information
that produces the trillions of cells that make up a human [6].

Many prior studies have shown that indirect encodings
often outperform direct encodings [2], [7]–[14]. However,
in each case the problem domain is highly regular, or the
regularity of the problem is unspecified and ambiguous. To
date, no systematic study has been performed on how indirect
encodings perform across a continuum from regular problems
to irregular problems. This gap in our knowledge raises the
question of whether indirect encodings achieve their increased
performance on regular problems at the expense of performing

1089-778X/$26.00 c© 2011 IEEE
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poorly on problems with intermediate or low regularity. To fill
that gap, this paper provides a systematic comparison of an
indirect encoding and two direct encoding controls on multiple
problems as problem regularity is varied from high to low.

The indirect encoding in this paper is motivated by a key
concept from developmental biology. Nature builds complex
organisms by producing increasingly complex geometric co-
ordinate frames, and then determining the fate of pheno-
typic elements as a function of their location within such
frames [3]. This process produces phenotypes with regularity,
modularity, and hierarchy [3], [15], which are beneficial design
principles [1]. Yet the exploitation of geometric information
in natural organisms is challenging because each phenotypic
element (e.g., a cell) does not have access to its global
geometric position. Developing organisms therefore first have
to generate such positional information via chemical gradients
before exploiting it. In synthetic evolution, however, we can
skip this first step by assigning geometric coordinates to
phenotypic elements and allowing a genome to determine
the fates of phenotypic elements as a function of these
coordinates [16]. This technique allows evolution to start with
geometric information and immediately exploit it, instead of
first needing to discover how to produce geometric information
before exploiting it.

One encoding that harnesses this idea is hypercube-
based neuroevolution of augmenting topologies (HyperNEAT).
HyperNEAT’s explicit incorporation of geometry enables it
to exploit geometric relationships in a problem domain [14],
[17]–[19]. HyperNEAT has performed well on a wide range
of problems, such as generating gaits for legged robots [20],
pattern recognition [14], controlling multiagent teams [21],
[22], and evaluating checkers boards [18], [19]. Additionally,
on a soccer keepaway task that is a common benchmark for
reinforcement learning algorithms, HyperNEAT produced the
highest score to date for any type of algorithm [23]. Because
HyperNEAT abstracts a key geometric ingredient that drives
the success of natural development, and because empirically
it has been shown to be a promising encoding, it is interesting
to observe the regularities that HyperNEAT produces. Specific
questions can be addressed, such as what types of regularities
HyperNEAT generates (e.g., repeating, symmetric, and so on),
whether it can create variations on repeated themes instead
of being restricted to identical repetitions, and what kinds of
irregular exceptions it can make to the patterns it generates.
An additional question of interest is whether the experimenter
can bias the regularities that HyperNEAT produces to inject
domain knowledge into the algorithm. All of these questions
are addressed in this paper.

Results in this paper show that HyperNEAT exploits even
intermediate problem regularity, and thus increasingly outcom-
petes direct encoding controls as problem regularity increases.
HyperNEAT achieves this success by producing regular ar-
tificial neural networks (ANNs) that in turn produce regular
behaviors. HyperNEAT also proves more evolvable than direct
encoding controls and its solutions generalize better.

However, an important accompanying result is that Hyper-
NEAT’s performance decreases on irregular problems, partly
because of its bias toward producing regularities. To investi-

gate this effect further, we introduce a new algorithm called
HybrID that allows the HyperNEAT indirect encoding to
produce regular patterns in concert with a direct encoding that
can modify these patterns to produce irregularities. HybrID
matches HyperNEAT’s performance on regular problems, but
outperforms HyperNEAT on problems with irregularity, which
demonstrates that HyperNEAT struggles to generate certain
kinds of irregularity on its own. The success of HybrID raises
the interesting question of whether indirect encodings may
truly excel not as stand-alone algorithms, but in combination
with a further process that refines their regular patterns.
Intriguingly, this further process in nature could be lifetime
adaptation via learning.

In the following sections, we introduce HyperNEAT, two
direct encoding controls, and the three problem domains. We
then relate the experimental results and discuss them before
offering concluding remarks.

II. HyperNEAT and the Direct Encoding Controls

In this section, we describe the indirect encoding Hyper-
NEAT and two direct encodings that serve as controls.

A. HyperNEAT

In 2007 an encoding was introduced called compositional
pattern producing networks (CPPNs), which abstracts the
process of natural development without requiring the sim-
ulation of diffusing chemicals [16]. When CPPNs encode
ANNs, the algorithm is called HyperNEAT [14], which is
described in detail below. A key idea behind CPPNs is that
complex patterns can be produced by determining attributes of
their phenotypic components as a function of their geometric
location. This idea is based on the belief that cells (or
higher-level modules) in nature often differentiate into their
possible types (e.g., kidney, liver, and so on) as a function of
where they are situated in geometric space. For example, for
some insects, a segment at the anterior pole should produce
antennae and a segment at the posterior pole should produce
a stinger.

Components of natural organisms cannot directly deter-
mine their location in space, so organisms have evolved
developmental processes that create chemical gradients that
organismal components use to figure out where they are and,
thus, what to become [3]. For example, early in the develop-
ment of embryos, different axes (e.g., anterior-posterior) are
indicated by chemical gradients. Additional gradients signaled
by different proteins can exist in the same area to represent a
different pattern, such as a repeating motif. Downstream genes,
such as Hox genes, can then combine repeated and asymmetric
information to govern segmental differentiation [3]. Further
coordinate frames can then be set up within segments to govern
intra-module patterns.

1) CPPNs: One of the key insights behind CPPNs is
that cells in silico can be directly given their geometric
coordinates. The CPPN genome is a function that takes
geometric coordinates as inputs and outputs the fate of an
organismal component. When CPPNs encode 2-D pictures, the
coordinates of each pixel on the canvas (e.g., x = 2, y = 4)
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Fig. 1. Compositional pattern producing networks. CPPNs compose math-
ematical functions to generate regularities, such as symmetries and repeated
modules, with and without variation. This figure is adapted from Stanley [16].

Fig. 2. Images evolved with CPPNs. Displayed are pictures from
picbreeder.org [24], a website where visitors select images from a population
evolved with the CPPN indirect encoding, which is also used in HyperNEAT.
The bottom row shows images from a single lineage. Arrows represent
intermediate forms that are not pictured.

are iteratively passed to the CPPN genome, and the output of
the function is the color or shade of the pixel (Fig. 1).

Each CPPN is a directed graph in which every node is
itself a single function, such as sine or Gaussian. The na-
ture of the functions can create a wide variety of desirable
properties, such as symmetry (e.g., a Gaussian function) and
repetition (e.g., a sine function) that evolution can exploit.
Because the genome allows functions to be made of other
functions, coordinate frames can be combined and hierarchies
can develop. For instance, a sine function early in the network
can create a repeating theme that, when passed into the
symmetrical Gaussian function, creates a repeating series of
symmetrical motifs (Fig. 1). This procedure is similar to the
natural developmental processes described above [3].

The links that connect and allow information to flow be-
tween nodes in a CPPN have a weight that can magnify or di-
minish the values that pass along them. Mutations that change
these weights may, for example, give a stronger influence to a
symmetry-generating part of a network while diminishing the
contribution from another part.

When CPPNs are evolved artificially with humans perform-
ing the selection, the evolved shapes look complex and natural
(Fig. 2) [24]. Moreover, these images display the features in
natural organisms that indirect encodings were designed to
produce, namely, symmetries and the repetition of themes,
with and without variation.

Fig. 3. HyperNEAT produces ANNs from CPPNs. Weights are specified as
a function of the geometric coordinates of the source node and the target node
for each connection. The coordinates of these nodes and a constant bias are
iteratively passed to the CPPN to determine each connection weight. If there
is no hidden layer, the CPPN has only one output, which specifies the weight
between the source node in the input layer and the target node in the output
layer. If there is a hidden layer in the ANN, the CPPN has two output values,
which specify the weights for each connection layer as shown. This figure is
adapted from Gauci and Stanley [18].

2) Encoding ANNs with CPPNs: In the HyperNEAT algo-
rithm, CPPNs encode ANNs instead of pictures, and evolution
modifies the population of CPPNs [14], [19]. HyperNEAT
evolves the weighs for ANNs with a fixed topology. The ANNs
in the experiments in this paper feature a 2-D, m×n Cartesian
grid of inputs and a corresponding m×n grid of outputs. If an
experiment uses an ANN with hidden nodes, the hidden nodes
are placed in their own 2-D layer between the input and output
grids. Recurrence is disabled, so each of the m×n nodes in a
layer has a link of a given weight to each of the m × n nodes
in the proximate layer, excepting output nodes, which have no
outgoing connections. Link weights can be zero, functionally
eliminating a link.

The inputs to the CPPNs are a constant bias value and
the coordinates of both a source node (e.g., x1 = 0, y1 = 0)
and a target node (e.g., x2 = 1, y2 = 1) (Fig. 3). The CPPN
takes these five values as inputs and produces one or two
output values, depending on the ANN topology. If there is
no hidden layer in the ANN, the single output is the weight
of the link between a source node on the input layer and a
target node on the output layer. If there is a hidden layer, the
first output value determines the weight of the link between
the associated input (source) node and hidden-layer (target)
node, and the second output value determines the weight of
the link between the associated hidden-layer (source) node
and output-layer (target) node. All pairwise combinations of
source and target node coordinates are iteratively passed as
inputs to the CPPN to determine the weight of each ANN
link. HyperNEAT can thus produce patterns in weight space
similar to the patterns it produces in 2-D pictures (Fig. 2).

An additional novel aspect of HyperNEAT is that it is
one of the first neuroevolutionary algorithms capable of ex-
ploiting the geometry of a problem [14], [17]–[19]. Because
the connection weights between nodes are a function of
the geometric positions of those nodes, if those geometric
positions represent aspects of the problem that are relevant
to its solution, HyperNEAT can exploit such information. For
example, when playing checkers, the concept of adjacency
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(on the diagonals) is important. Connection weights between
neighboring squares may need to be different than weights
between distant squares. HyperNEAT can create this kind of
connectivity motif and repeat it across the board [18], [19].
Producing such a regularity would be more difficult with an
encoding that does not include geometric information, because
there would be no easy way for such an algorithm to identify
which nodes are adjacent.

Variation in HyperNEAT occurs when mutations or
crossover change the CPPNs. Mutations can add a node, which
results in the addition of a function to the network, or change
its link weights. The allowable functions for CPPNs in this
paper are sine, sigmoid, Gaussian, and linear. The evolution
of the population of CPPN networks in HyperNEAT occurs ac-
cording to the principles of the widely used neuroevolution of
augmenting topologies (NEAT) algorithm [25]. NEAT, which
was originally designed to evolve ANNs, can be fruitfully
applied to CPPNs because a population of CPPNs is similar
in structure to a population of ANNs.

The NEAT algorithm contains three major components [25],
[26]. First, it starts with small genomes that encode simple
networks and slowly complexifies them via mutations that add
nodes and links to the network. This complexification enables
the algorithm to evolve the network topology in addition to
its weights. Second, NEAT uses a fitness-sharing mechanism
that preserves diversity in the population and allows new
innovations time to be tuned by evolution before forcing them
to compete against rivals that have had more time to mature.
Finally, historical information stored in genes helps to perform
crossover in a way that is effective, yet avoids the need for
expensive topological analysis. A full explanation of NEAT
can be found in Stanley and Miikkulainen [25].

B. FT-NEAT, a Direct Encoding Control for HyperNEAT

A common direct encoding control for HyperNEAT is fixed-
topology NEAT (FT-NEAT, also called perceptron NEAT or
P-NEAT when it does not have hidden nodes) [14], [17],
[20], [27]–[29]. FT-NEAT is similar to HyperNEAT in all
ways, except it directly evolves each weight in the ANN
independently instead of determining link weights via an
indirect CPPN. In other words, for FT-NEAT there is no
distinction between the genotype and phenotype, in contrast to
HyperNEAT (where the CPPN genome network encodes a dif-
ferent ANN phenotype). All other elements from NEAT (e.g.,
its crossover and diversity preservation mechanisms) remain
the same between HyperNEAT and FT-NEAT. Additionally,
the number of nodes in the ANN phenotype is the same
between HyperNEAT and FT-NEAT. Mutations in FT-NEAT
cannot add nodes, making FT-NEAT a degenerate version
of NEAT. Recall that the complexification in HyperNEAT is
performed on the CPPN genome, but that the number of nodes
in the resultant ANN is fixed. The end product of HyperNEAT
and FT-NEAT are thus ANNs with the same number of nodes,
whose weights are determined in different ways.

C. NEAT, a Second Direct Encoding Control for HyperNEAT

While FT-NEAT is a good control for HyperNEAT be-
cause it holds the number of nodes in the ANN constant,

HyperNEAT should also be compared against a cutting-edge
direct encoding neuroevolution algorithm, such as regular
NEAT [25]. The only difference between FT-NEAT and NEAT
is that in NEAT hidden nodes and connections can be added
during evolution. In those experiments in this paper where the
optimal number of hidden nodes is not known a priori, we
compare HyperNEAT to NEAT in addition to FT-NEAT.

D. Parameter Settings

The parameters for all of the experiments below
follow standard HyperNEAT and FT-NEAT conventions
[14], [17], [20], [27]–[29] and can be found online at
http://devolab.msu.edu/SupportDocs/Regularity. The results in
this paper were found to be robust to moderate variations of
these parameters.

III. The Three Experimental Problem Domains

The first two problem domains are diagnostic problems
that are designed to determine how the algorithms perform as
regularity is varied from low to high. The first problem, called
target weights, enables regularity to be scaled from zero to
complete. However, this problem has no interactions between
the different problem components. The second problem, bit
mirroring, adds such interactions between problem compo-
nents, making it a challenging problem with different types of
regularity that can each be adjusted, yet the optimal solution in
each case is known. The third problem, called the quadruped
controller problem, is a challenging, real-world problem in
which the regularity can be scaled and the optimal solution is
not known. While we have previously reported some results in
these domains [17], [20], [28], [29], this paper provides a more
extensive investigation of the performance of HyperNEAT and
direct encoding controls on these problems, including addi-
tional experiments, analyses, controls, and alternate versions
of the problems.

A. Target Weights Problem

One way to create a completely irregular problem is to
challenge evolution to evolve an ANN phenotype (P) that is
identical to a target neural network (T ), where T is completely
irregular. Regularity can then be scaled by increasing the
regularity of T (Fig. 4). We call this the target weights
problem because evolution is attempting to match a target
vector of weights (recall that the number of nodes is constant,
so the vector of weights in T fully describes T ). Fitness is
a function of the difference between each weight in P and
the corresponding weight in T , summed across all weights.
The lower this summed error is, the higher the fitness value.
Specifically, the proximity to the target is calculated as

proximity to target =
N∑

i=1

M − |Pi − Ti| (1)

where N is the number of weights, M is the maximum error
possible per weight (which is 6 because weights could range
from −3 to 3), Pi is the value of the ith weight in the
phenotype, and Ti is the value of the ith weight in the target
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Fig. 4. Scaling regularity in the target weights problem. Regularity is scaled by changing the percentage of weights S (which increases from right to left) that
are set to Q, a single randomly-chosen value (shown as dark/blue lines). The remaining weights are each set to a random number (shown as light/orange lines).

ANN. To amplify the importance of small improvements,
fitness is then calculated as

fitness = 2proximity to target . (2)

To scale the regularity of this problem, some randomly
chosen subset of the target weight values, S, are assigned Q,
a single randomly-chosen value. All remaining weight values
are independently assigned a random value. Changing the
number of weights in S scales the regularity of the problem.
When S is set to 0%, all of the target weight values are
chosen independently at random. When S is set to 50%,
half the weights have the value Q and the rest have values
independently chosen at random. In the most regular version
of the problem, S is set to 100% and all weights have the value
Q. There are 11 treatments, with S values of 0, 10, 20...100,
and ten runs per treatment. Target vectors are constant for
each evolutionary run, but are different between runs (due
to differences in randomly-generated weight values, including
Q). Trials last 1000 generations with a population size of
1000. The ANNs have 3×3 grids of input and output neurons.
Because the number of nodes in this problem does not change,
only FT-NEAT is tested as a direct encoding control.

The target weights problem is useful because it allows
regularity to be scaled from zero to complete, and because
the regularity of the solution is known a priori. It is also a
simplistic problem because it has no interactions (epistasis)
between weight elements (i.e., changing a given weight will
not affect the optimal value of other weights). While this
property makes it a good starting point for investigating
regularity, other more epistatic problems are also required to
understand performance in more realistic scenarios.

B. The Bit Mirroring Problem

The bit mirroring problem is intuitively easy to understand,
yet provides multiple types of regularities, each of which can
be scaled independently. For each input, a target output is
assigned [e.g., the input x1 = −1, y1 = −1 could be paired with
output x2 = 0, y2 = 1, Fig. 5(a)]. A value of one or negative
one is randomly provided to each input, and the fitness of an
organism is incremented if that one or negative one is reflected
in the target output. Outputs greater than zero are considered
1, and values less than or equal to zero are considered −1.
The correct wiring is to create a positive weight between each
input node and its target output and, importantly, to set to zero
all weights between each input node and its non-target output
nodes [Fig. 5(a)]. To reduce the effect of randomness in the
inputs, in every generation each organism is evaluated on ten
different sets of random inputs and these scores are summed to
produce the fitness for that organism. The max fitness is thus
10n2, where n is the number of nodes in the input sheet. Each

Fig. 5. Bit mirroring problem. (a) The correct wiring motif for the links pro-
jecting from each input node is to create an excitatory connection (light/green)
to the correct target output node, and to turn off all other links (dark/gray).
(b) Within-column regularity (Type 1) is highest when all targets are in the
same column, and can be lowered by decreasing the number of targets in
the same column (by assigning unconstrained targets to columns at random).
For the experiments in this paper, within-column regularity is scaled while
keeping within-row regularity at its highest possible level, with all targets
in the same row. Within-row regularity (Type 2) is reduced by constraining
fewer targets to be in the same row. By first reducing within-column regularity,
then further reducing within-row regularity, the overall regularity of the bit
mirroring problem can be smoothly scaled from high to low. Note that the
treatment with the lowest Type 1 regularity and the highest Type 2 regularity
have identical constraints.

run lasted 2000 generations and had a population size of 500.
As in target weights, the number of nodes does not change on
this problem (additional nodes would only hurt performance),
so only FT-NEAT is tested as a control.

The first type of regularity in the problem is within-column
regularity. This regularity is high when targets are in the same
column, and low when there is no expectation about which col-
umn a target will be in [Type 1 in Fig. 5(b)]. The second type
of regularity is within-row regularity, which is the likelihood
that a target is in the same row [Type 2 in Fig. 5(b)]. While
these two regularities are intuitively related, evolutionary algo-
rithms must compute them independently, which means they
are distinct. Each of these types of regularity can be scaled
by constraining a certain percent of targets to be in the same
column or row, and assigning the remaining targets randomly.

The third type of regularity, called inherent regularity, arises
from the fact that, for each node, the same pattern needs to
be repeated: turning one link on and all other links off. This
type of regularity can be reduced by decreasing the number
of nodes in the network, and hence the number of times that
pattern needs to be repeated.

While the bit mirroring problem is easy to conceptualize,
it is challenging for evolutionary algorithms. It requires most
links to be turned off, and only a few specific links to be turned
on. Moreover, links between input nodes and non-target nodes,
which are likely to exist in initial random configurations and
to be created by mutations, can complicate fitness landscapes.
Imagine, for example, that a mutation switches the weight
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on a link between an input node and its target output from
zero to a positive number. The organism is now closer to the
ideal wiring, but it may not receive a fitness boost if other
incorrect links to that output node result in the wrong net
output. The bit mirroring problem is useful, therefore, because
it is challenging, yet its three main regularities are known, and
can be independently adjusted.

C. Quadruped Controller Problem

The quadruped controller problem is to evolve fast gaits
for simulated four-legged robots. This problem is challeng-
ing because creating dynamic gaits for legged robots is a
complicated non-linear problem that is infeasible to compute
mathematically; for example, effective gaits are difficult and
time-consuming for human engineers to program [30], [31].
Given how sensitive gait controllers are to slight changes in
the configuration of a robot, a new gait must be created each
time a robot is changed, which can lead to substantial delays
in the prototyping stage of robotic development [32]. It would
therefore be beneficial to automate the process of gait creation.

The problem of legged locomotion also contains many
regularities; each leg is a repeated module and various gaits
have different regularities, such as left-right or front-back
symmetry. The regularity of this problem can also be scaled by
changing the number of legs that are slightly different, as can
happen due to inconsistencies in manufacturing processes. The
quadruped controller problem is thus a challenging real-world
problem that has regularities that can be varied. It will help val-
idate whether conclusions drawn from target weights and bit
mirroring generalize to more challenging real-world problems.

Before describing the specific implementation of the
quadruped controller problem in this paper, we will review
previous work in this area. Many researchers have successfully
evolved controllers for legged robots, typically by evolving
neural network controllers [32]–[39]. Evolved gaits are often
better than those produced by human designers; one was even
included on the commercial release of Sony’s AIBO robotic
dog [32], [39]. However, many researchers have found that
evolutionary algorithms cannot handle the entire problem be-
cause the number of parameters that need to be simultaneously
tuned to achieve success is large [32], [38]–[43]. Many of
these scientists report that while it is possible to evolve a
controller to manage the inputs and outputs for a single leg,
once evolution is challenged with the inputs and outputs of
many legs, it fails to make progress.

One solution that has worked repeatedly is to help the
evolutionary algorithm “see” that there are regularities and
symmetries to the problem. This approach involves manually
decomposing the problem by, for example, evolving a con-
troller for one leg and then copying that controller to every
other leg, with some variation in phase. Unfortunately, this
tactic imposes a specific type of regularity on the network
instead of allowing evolution to produce different regularities.
It would be better to completely automate the process and
thereby remove the need for human engineers to spend time
decomposing the problem. Furthermore, such manual de-
composition potentially introduces constraints and biases that
could preclude the attainment of better solutions [44]. Finally,

Fig. 6. The simulated robot in the quadruped controller problem. (a) Two
joints (HipFB and HipIO, see the text) approximate a universal hip joint
that can move in any direction. (b) The knee joint can swing forward and
backward.

if we can employ algorithms that can automatically discover
and exploit the regularities in a problem, such algorithms may
be able to do the same for complex problems with regularities
humans are not aware of. Indirect encodings should be well-
suited to this task of automatically discovering regularities, so
it is worthwhile to study their capabilities on this front.

While it has not been the norm, indirect encodings have
occasionally been used to evolve the gaits of legged creatures.
In at least two cases, an indirect encoding evolved both the
gaits and the morphologies of creatures [11], [37]. In both
cases, the morphologies and behaviors were regular. While
the regularity of these ANNs was not systematically studied,
one of these papers contained an anecdotal report of a regular
ANN [11]. However, the regularity of the problem was not
scaled in either of these works. In another study, an indirect
encoding and a direct encoding were compared for their
ability to evolve a gait for a legged creature in an attempt
to determine whether the indirect encoding can exploit the
regularity of the domain without the problem being simplified
or manually decomposed [34]. However, this project used a
simple model of a six-legged insect that had only two degrees
of freedom per leg. Nevertheless, the work showed that the
indirect encoding could automatically discover the regularity
of the problem and decompose it by encoding a neural
submodule once and expressing it repeatedly. The indirect
encoding also outperformed a direct encoding by solving the
problem faster. Unfortunately, computational limits at the time
meant that such results were anecdotal and not statistically
significant because so few trials could be performed.

The quadruped controller problem is a challenging engi-
neering problem with scalable regularity. Investigating the
performance of HyperNEAT and direct encoding controls will
therefore illuminate how an indirect encoding handles problem
regularities differently than direct encodings. We next describe
the implementation details of the specific quadruped controller
problem in this paper.

The robots (Fig. 6) are evaluated in the open dynamics en-
gine (ODE) physics simulator (www.ode.org). The rectangular
torso of the organism is (in arbitrary ODE units) 0.15 wide,
0.3 long, and 0.05 tall. For a point of reference, the right
side of the robot from the viewer’s perspective in Fig. 6 is
designated as the robot’s front. Each of four legs is composed
of three cylinders (length 0.075, radius 0.02) and three hinge
joints. The first cylinder functions as a hip bone. It is parallel to
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the proximal-distal axis of the torso and barely sticks out from
it. The second cylinder is the upper leg and the last cylinder is
the lower leg. There are two hip joints and one knee joint. The
first hip joint (HipFB) allows the legs to swing forward and
backward (anterior-posterior) and is constrained to 180° such
that at maximum extension it is parallel with the torso. The
second hip joint (HipIO) allows the leg to swing in and out
(proximal-distal). Together, the two hip joints approximate a
universal joint. The knee joint swings forward and backward.
The HipIO and knee joints are unconstrained.

Each quadruped is simulated for 6 seconds (6000 time
steps). Trials are cut short if any part of the robot save its
lower leg touches the ground or if the number of direction
changes in joints exceeds 960. The latter condition is an
attempt to roughly reflect that servo motors cannot be vibrated
incessantly without breaking. The fitness of a controller is

fitness = 2d2
(3)

where d is the maximum distance traveled during the allotted
time. An exponential fitness function is used so that even small
increases in the distance traveled result in a sizable selective
advantage.

For HyperNEAT and FT-NEAT, the ANN configuration
on this problem features three 2-D, 5 × 4 Cartesian grids
forming input, hidden, and output layers (Fig. 7). The NEAT
control has the same number of inputs and outputs, but the
number of hidden nodes can evolve. There are no recurrent
connections. All possible connections between adjacent layers
exist (although weights can be zero, functionally eliminating
the link). There are thus 800 links in the ANN of each
individual for HyperNEAT and FT-NEAT. The number of links
in NEAT can evolve. Link weights are in the range of [−3, 3].

The inputs to the ANN are the current angles (from −π to
π) of each of the 12 joints of the robot, a touch sensor that
provides a 1 if the lower leg is touching the ground and a 0 if
it is not, the pitch, roll and yaw of the torso, and a modified
sine wave (which facilitates periodic behavior). The sine wave
function is

sin(t/120)π (4)

where t is the number of milliseconds that have passed
since the start of the experiment. Multiplying by π produces
numbers between −π and π, which is the range of the uncon-
strained joints. The constant 120 was chosen because it was
experimentally found to produce fast yet natural gaits. While
changing this constant can affect the types of gaits produced,
doing so never altered any of the qualitative conclusions of this
paper. Preliminary tests determined that the touch, pitch, roll,
yaw, and sine inputs all improved the ability to evolve fit gaits.

The outputs of the ANNs are the desired joint angles for
each joint, which are fed into a PID controller that simulates
a servo. The controller subtracts the current joint angle from
the desired joint angle. This difference is then multiplied by a
constant force (2.0), and a force of that magnitude is applied
to the joint such that the joint moves toward the desired
angle. Such PID-based control systems have been shown to
be effective in robot control [32], [36], [45].

Fig. 7. ANN configuration for HyperNEAT and FT-NEAT treatments. The
first four columns of each row of the input layer receive information about
a single leg (the current angle of each of its three joints, and a 1 or 0
depending on whether the lower leg is touching the ground). The final column
provides the pitch, roll, and yaw of the torso as well as a sine wave. Evolution
determines how to use the hidden-layer nodes. The nodes in the first three
columns of each of the rows in the output layer specify the desired new joint
angle. The joints move toward that desired angle in the next time step as
described in the text. The outputs of the nodes in the rightmost two columns
of the output layer are ignored.

Regularity in the quadruped controller problem can be
scaled by changing the number of faulty joints. A faulty joint
is one in which, if an angle A is requested, the actual desired
angle sent to the PID controller is A + E, where E is an
error value in degrees within the range [−2.5, 2.5]. The value
of E is chosen from a uniform random distribution in this
range for each faulty joint at the beginning of a run, and is
constant throughout the run. Such errors are analogous to the
inconsistencies of robotic joints produced by manufacturing
processes. The more faulty joints, the less regularity there is in
the problem because fewer legs behave identically. The default
version of this problem [20] is the most regular version with
zero faulty joints, which is the version referred to throughout
the rest of the paper unless the regularity is specified. Each
algorithm was run 50 times for experiments with 0, 1, 4, 8,
and 12 faulty joints. Runs lasted 1000 generations and had a
population size of 150.

IV. Results

The following sections describe experiments and analyses
that investigate how the HyperNEAT indirect encoding com-
pares to direct encodings with respect to exploiting problem
regularities and producing phenotypic regularities.

A. HyperNEAT Outcompetes Direct Encodings as Problem
Regularity Increases

1) Target Weights: The results from the target weights
experiments (Fig. 8) reveal that HyperNEAT performs better
as the regularity of the problem increases, especially in early
generations, where mean performance perfectly correlates with
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Fig. 8. Mean performance of HyperNEAT and FT-NEAT on a range of
problem regularities for the target weights problem. HyperNEAT lines are
colored for each regularity level, and in early generations are perfectly ordered
according to the regularity of the problem (i.e., regular treatments have
less error). The performance of FT-NEAT (black lines) is unaffected by the
regularity of the problem, which is why the lines are overlaid and mostly
indistinguishable.

problem regularity. Interestingly, after 1000 generations of
evolution, the performance of HyperNEAT is statistically in-
distinguishable below a certain regularity threshold (p > 0.051

comparing the final performance of the S = 0% treatment to
treatments with S ≤ 30%). Above that regularity threshold,
however, HyperNEAT performed significantly better at each
increased level of regularity (p < 0.01 comparing treatment
with values of S > 30% to the treatment with a value of
S 10% higher). FT-NEAT, on the other hand, is blind to the
regularity of the problem: the results from different treatments
are visually and statistically indistinguishable (p > 0.05).
Early on HyperNEAT outperformed FT-NEAT on regular
versions of the problem (p < 0.01 comparing treatments
of S ≥ 60% at generation 100), but at 1000 generations
FT-NEAT outperforms HyperNEAT on all but the two most
regular versions of the problem (p < 0.001). HyperNEAT
outperforms FT-NEAT on the most regular version of the
problem at generation 1000 (p < 0.001), and the algo-
rithms are statistically indistinguishable on the S = 90%
treatment (p > 0.05).

Overall, this experiment provides evidence for several inter-
esting observations. While this evidence comes from only the
target weights problem, which is a simple diagnostic problem,
we highlight them here because they will also be supported by
data from the bit mirroring and quadruped controller problems.
They are given as follows.

1) FT-NEAT outcompetes HyperNEAT when problem reg-
ularity is low.

2) As problem regularity increases, HyperNEAT’s perfor-
mance rises to, and then surpasses, that of FT-NEAT,
demonstrating that HyperNEAT can exploit problem
regularity.

3) FT-NEAT is blind to problem regularity.
4) HyperNEAT exploits problem regularity only above a

certain regularity threshold.
A final result of interest from this experiment is the lack of

progress HyperNEAT makes after the early generations on the

1This p value and all others in this paper were generated with MATLAB’s
non-parametric Mann-Whitney U-test, unless otherwise specified.

problems that are mostly regular, but have some irregularity
(e.g., S = 90%). HyperNEAT is easily able to produce
weights similar to the repeated weight Q, and thus exploits
the regularity of the problem, but over hundreds of generations
HyperNEAT did not discover how to make exceptions to the
pattern to produce the irregular link values. This evidence sug-
gests HyperNEAT is biased toward producing regular solutions
and has difficulty producing certain irregular patterns, a subject
we will revisit later in the paper.

2) Bit Mirroring: The first two bit mirroring experiments
have 7 × 7 grids of input and output nodes. In the first exper-
iment, both within-column and within-row regularity start at
100%, and within-column regularity decreases per treatment
by constraining fewer targets to be in the same column
as their respective inputs [Type I in Fig. 5(b)]. The most
irregular treatment in this experiment features zero within-
column regularity, but has 100% within-row regularity. The
second experiment picks up where the first left off by lowering
within-row regularity per treatment [Type II in Fig. 5(b)].
The least regular treatment in experiment two has no within-
column or within-row regularity. For each treatment, ten runs
of evolution are performed.

The results from the bit mirroring experiment support
many of the conclusions from the target weights experiment.
Initially, FT-NEAT is blind to both within-column and within-
row regularity (Fig. 9, right two columns, p > 0.05 com-
paring all within-column and within-row treatments to the
treatments with no column or row constraints, respectively).
The performance of HyperNEAT, however, increases with
the regularity of the problem (Fig. 9, left two columns).
HyperNEAT perfectly solves the problem in all but two runs
on the most regular version of the problem, where targets are
in the same column and row. Once again, the performance of
HyperNEAT within a type of regularity does not increase until
that type of regularity is above a threshold. For both within-
column and within-row regularity, HyperNEAT’s performance
advantage is statistically significant only once that type of
regularity is above 50% (only treatments with more than 50%
of targets column-constrained or row-constrained statistically
outperform treatments with 0% of targets column-constrained
or row-constrained, respectively: p < 0.05).

It is also interesting that the magnitude of the range of
fitness values is correlated with the regularity of the problem
for HyperNEAT. This phenomenon might occur because, when
regularity is present, the indirect representation either discov-
ers and exploits it, which would result in high fitness values,
or it fails to fully discover the regularity, at which point its
fitness more closely resembles lower-performing, less-regular
treatments.

HyperNEAT outperforms FT-NEAT in all versions of this
problem (p < 0.05). This result is likely due to the inherent
regularity of the problem, which arises because the same
pattern (turning one link on and the rest off) must be repeated
for each of the 49 input nodes. Inherent regularity should
decrease with the number of nodes in the network, a hypothesis
we test in experiment three, where experiments are performed
on grid sizes from 8 × 8 down to 3 × 3 (Fig. 10). For all grid
sizes, both within-column and within-row regularity levels are
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Fig. 9. HyperNEAT and FT-NEAT on versions of the bit mirroring problem with different levels of regularity. For each treatment, from left to right, within-
column regularity is first decreased (left panel) and then within-row regularity is further decreased (right panel). The data plotted are collected from populations
at the end of evolutionary runs, but plots over time (not shown) reveal the same qualitative story: HyperNEAT’s performance is consistently higher on more
regular problems and the performance of FT-NEAT is unaffected by the regularity of the problem. For HyperNEAT, the performance gaps between more and
less regular treatments are evident early and increase across evolutionary time.

Fig. 10. HyperNEAT versus FT-NEAT as the inherent regularity of the bit
mirroring problem is decreased. Reducing the grid size reduces the amount of
inherent regularity in the problem. Error bars show one standard error of the
mean. Ratios are used instead of absolute differences because the allowable
fitness ranges change with grid size.

0%, leaving only the inherent regularity of the problem. Due
to the high variance between runs, 40 runs are conducted per
treatment.

As the grid size is lowered, the relative performance of Hy-
perNEAT degrades to and then falls below that of FT-NEAT.
The general trend is significant (p < 0.05 comparing the ratios
on the 3×3 problem versus those with 6×6 and larger grids).
It is not clear why HyperNEAT performed relatively better on
the 3 × 3 grid than the 4 × 4 grid. This experiment reinforces
the conclusion that once problems become irregular enough,
FT-NEAT can outperform HyperNEAT. It also provides a

further demonstration that HyperNEAT can exploit increasing
problem regularity to gain a relative edge over FT-NEAT.

3) Quadruped Controller: The data from the quadruped
controller problem also generally support the conclusions from
target weights and bit mirroring. HyperNEAT outperforms
both FT-NEAT and NEAT on the two most regular versions
of this problem, where there are 0 or 1 faulty joints (Fig. 11,
p < 0.001). That HyperNEAT outperforms NEAT is note-
worthy, given that NEAT is one of the most successful direct
encoding neuroevolution algorithms.

As with target weights and bit mirroring, HyperNEAT’s
performance increases with the regularity of the problem, but
only above a certain threshold: the 0 faulty joint treatment
significantly outperforms the 1 faulty joint treatment (p <

0.001) which, in turn, outperforms the 4 faulty joint treatment
(p < 0.001) which, in turn, outperforms the 8 faulty joint
treatment (p < 0.001). However, the 8 and the 12 faulty joint
treatments are statistically indistinguishable (p > 0.05). In
contrast to target weights and bit mirroring, FT-NEAT is not
blind to the regularity of this problem, although it is less
sensitive to the regularity than HyperNEAT. The treatment
with 0 faulty joints is statistically indistinguishable from the 1
faulty joint treatment (p > 0.05), but performance on both of
these treatments is higher than on the 4 faulty joint treatment
(p < 0.001) which is, in turn, higher than the 8 faulty
joint treatment. As is the case for HyperNEAT, performances
for FT-NEAT on the treatments with 8 and 12 faulty joints
are statistically indistinguishable (p > 0.05). The statistical
comparisons for NEAT are the same as those for FT-NEAT.

One reason that regularity may affect the direct encod-
ings on this problem is because weights tend to be near
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Fig. 11. Performance of HyperNEAT, FT-NEAT, and NEAT on the
quadruped controller problem with 0, 1, 4, 8, and 12 faulty joints.

the maximum or minimum allowable value, which is partly
because mutations that create links outside of this range are
set to the maximum or minimum value. This method makes
extreme values more likely, which can facilitate coordination
in the joints because different joints are controlled by links
with similar weights. If normal joints are controlled by links
with the maximum or minimum link value, to have faulty
joints behave the same as normal joints, link values would
either have to be outside the allowable range, or inside the
range at non-extreme (and thus harder to set) values. Faulty
joints thus increase the difficulty of the problem for both
indirect and direct encodings, and can help explain why the
problem regularity appears to benefit the direct encodings.
Exploring ways to reduce this bias is an interesting avenue
for future work.

As with bit mirroring and target weights, FT-NEAT is
able to outperform HyperNEAT on the quadruped controller
problem once the regularity of the problem is sufficiently low.
FT-NEAT and NEAT outperformed HyperNEAT on both the 8
and 12 faulty joint treatments. On the treatment with 8 faulty
joints, the difference is significant for FT-NEAT (p < 0.05),
but not for NEAT. On the treatment with 12 faulty joints, the
difference for FT-NEAT is almost significant (p = 0.066), but
the difference for NEAT is highly significant (p < 0.01).

The difference in fitness in the first generation of randomly-
generated organisms is interesting. HyperNEAT begins with
an advantage over FT-NEAT because even randomly-generated
CPPNs are sometimes able to produce the coordination of legs
that facilitates movement. Some of these randomly-generated
organisms in HyperNEAT display impressive coordination and
appear to be on the road toward rudimentary locomotion.
Randomly-generated FT-NEAT and NEAT organisms do not
provide this impression.

Overall, the results from the target weights, bit mirroring,
and quadruped controller problems show that the direct en-
codings outperform HyperNEAT when problem regularity is
low. They also show that as problem regularity increases,
HyperNEAT can exploit that regularity whereas the direct
encodings mostly do not. This ability to exploit problem

Fig. 12. A time series of images from typical gaits produced by HyperNEAT
and FT-NEAT. HyperNEAT robots typically coordinate all of their legs,
whether all legs are in phase (as with this robot) or with one leg in anti-
phase. A short sequence involving a bound or gallop is repeated over and
over in a stable, natural gait. FT-NEAT robots display far less coordination
among legs, are less stable, and do not typically repeat the same basic motion.
NEAT gaits are qualitatively similar to FT-NEAT gaits.

regularity means that HyperNEAT increasingly outperforms
direct encoding controls as problem regularity increases. We
now investigate further how HyperNEAT is able to exploit
regularity.

B. HyperNEAT Produces More Regular Behaviors

We focus our analysis of regularity in ANNs and behaviors
on the quadruped controller problem because target weights
and bit mirroring are diagnostic problems wherein regularity is
explicitly built into the problem (i.e., any phenotypic regularity
in fit solutions is unsurprising). Moreover, there is no mean-
ingful behavior associated with the two diagnostic problems.
The quadruped controller problem, on the other hand, does
have interesting behaviors with different levels of regularity.
Moreover, the problem does not explicitly require or reward
regularity, which means that any regularities that develop do so
because of the encoding and because such regularities happen
to produce fast gaits.

The first method we employ to analyze the behaviors
produced by the different algorithms is based on videos of
the highest performing gaits from all 50 runs in the treat-
ment with 0 faulty joints (available at http://devolab.msu.edu/
SupportDocs/Regularity). The HyperNEAT gaits are all regu-
lar. They feature two separate types of regularity: coordination
between legs, and repetition of the same movement pattern
across time. Generally, the gaits are one of two types. The
first type has four-way symmetry, wherein each leg moves in
unison and the creature bounds forward repeatedly (Fig. 12,
top row). This gait implies that HyperNEAT is reusing neural
information in a regular way to control all of the robot’s legs.
The second gait resembles a horse gallop and features the back
three legs moving in unison, with the fourth leg moving in
opposite phase. This 3-1 gait demonstrates that HyperNEAT
can reuse neural information with some variation, because the
same behavioral pattern exists in each leg, but is inverted in
one leg. The ability to produce repetition with variation is a
desirable feature in genetic encodings [2].

Overall, the HyperNEAT gaits resemble those of running
natural organisms because they are coordinated and graceful.
These observations are noteworthy because they indicate that
HyperNEAT is automatically exploiting the regularities of
a challenging, real-world problem. This accomplishment is
significant given that researchers have previously needed to
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Fig. 13. HipFB joint angles observed in robots evolved with HyperNEAT, FT-NEAT, and NEAT. The possible range for this joint is −0.5π to 0.5π. The
y-axis shows radians from the initial down (0) position. For clarity, only the first 2 s are depicted. For HyperNEAT, the best gait is an example of the 3-1
gait, where three legs are in phase and one leg is in opposite phase, which resembles the four-beat gallop gait. The other two HyperNEAT gaits are four-way
symmetric, with all legs coordinated in a bounding motion (Fig. 12). The best direct encoding gaits are mostly regular. However, the median and worst gaits,
which are representative of most direct encoding gaits, are irregular: while some legs are synchronized, other legs prevent the coordinated repetition of a
pattern.

manually decompose legged locomotion tasks for evolutionary
algorithms to perform well [32], [38]–[43].

The gaits of FT-NEAT and NEAT, on the other hand, are
mostly uncoordinated and erratic, with legs often appearing to
operate independently of one another (Fig. 12, bottom row).
A few of the best-performing gaits do exhibit coordination be-
tween the legs, and the repetition of a basic movement pattern,
but most of the gaits are irregular. Even the regular gaits are
not as natural and impressive as the HyperNEAT gaits, which
is reflected in their lower objective fitness values. For most
gaits, some legs flail about, others trip the organism, and some
work against each other by pushing in opposite directions. The
robots frequently cartwheel and trip in unstable positions until
they finally fall over. There is much less repetition of a basic
movement pattern across time. Coordination between legs is
often rare and temporary.

The few examples of regular gaits produced by FT-NEAT
and NEAT show that it is sometimes possible for direct en-
codings to produce regularities. Overall, however, HyperNEAT
is much more consistent at producing regular gaits. All of
the HyperNEAT gaits are regular, whereas only a few FT-
NEAT and NEAT gaits are. It is important for algorithms to
be consistent, especially when computational costs are high, so
that high-quality results can be obtained without performing
many runs. A test of the reliability of each encoding is to
watch the median- and least-fit gaits of the 50 champions for
each encoding: for HyperNEAT these gaits are coordinated

and effective, whereas for FT-NEAT and NEAT they are
discombobulated.

In general, the gaits reveal a greater gap in performance
between HyperNEAT and the direct encodings than is sug-
gested by the fitness scores, especially for all but the best runs
for each algorithm. Most of the direct encoding gaits do not
resemble stable solutions to quadruped locomotion, whereas
HyperNEAT produces a natural gait in all trials with a small
variety of different solutions.

A second method for investigating how HyperNEAT is able
to outperform the direct encodings is to look at the angles of
the leg joints during locomotion. This technique is a different
way of estimating the coordination, or lack thereof, of the
different legs for each encoding. Plots of each leg’s HipFB
joint from the best, median, and worst runs for each algorithm
corroborate the descriptive evidence (Fig. 13). The legs in
all HyperNEAT organisms exhibit a high degree of both of
the two main regularities: at any point in time most legs
are in similar positions (except the out-of-phase leg in the
3-1 gait, which is opposite), and a basic movement pattern
is repeated across time. The direct encoding gaits are less
regular in both ways, except for the highest-performing gaits.
The median and worst gaits are representative of most of
the direct encoding gaits: there is little coordination between
legs or across time (Fig. 13). While only the HipFB joint is
shown, plots of the other two joints are consistent with these
results.
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Fig. 14. Gait generalization. HyperNEAT gaits generalize better than FT-
NEAT and NEAT gaits, which means that they run for longer before
falling over. The allotted time during evolution experiments is 6 s (dashed
horizontal line). Only the HyperNEAT gaits exceed that amount of time in
the generalization tests. For clarity, outliers are not shown.

C. HyperNEAT Behaviors are More General

One of the benefits of regularity is generalization. On the
quadruped controller problem, for example, repeating the same
basic pattern of motion is a type of regularity that is likely to
generalize, because its success in one cycle makes it probable
that it will be successful in the next cycle. A non-repeating
sequence of moves, however, may be less likely to generalize
because its past is less likely to predict its future. Generality,
then, can be a test of regularity. It is also a desirable property
in its own right.

During the evolution experiment, the robots are evaluated
for six simulated seconds. One test of generality is to remove
the time limit of 6 s and measure how long the evolved robots
are able to move before they fall. Fig. 14 reports that Hyper-
NEAT champion gaits are significantly more general than FT-
NEAT and NEAT champion gaits (p < 0.001). HyperNEAT
gaits are the only ones on average that keep moving beyond
the number of seconds simulated during evolution.

D. HyperNEAT Regularities can be Influenced, Allowing
Domain Knowledge to be Injected

HyperNEAT genomes create regularities in geometric space
that affect phenotypic elements based on the geometric coor-
dinates of those elements. Changing the geometric arrange-
ment of these elements may make it easier for HyperNEAT
to produce one type of behavior versus another [17]. For
example, it might be easier to group two elements together if
those elements are close to each other, whereas this grouping
may be more difficult if the elements are far away from each
other, especially if elements that should not be included in the
group lie in-between. If this hypothesis is correct, arranging
phenotypic elements such as sensors or outputs in different
geometric configurations may be a way for the experimenter
to influence the types of regularities HyperNEAT produces.

The ordering of the legs in HyperNEAT for the quadruped
controller problem offers a way to test this hypothesis. In
the default configuration (Fig. 7) the legs are ordered, from
lowest to highest Y coordinate value, FL-BL-BR-FR, where

TABLE I

Resultant Gait Types for Different Leg Orderings

4way Sym L-R Sym F-B Sym One Leg Out of Phase
FL BL BR FR

FL-BL-BR-FR
(default)

36 4 9

FL-BR-FR-BL 47 2 1
FL-FR-BL-BR 44 3 1
FL-FR-BR-BL 36 4 9 1

Gaits are placed into the following categories: 4way Sym(metry) (all legs
in synchrony), L-R Sym (the left legs are in phase and the right legs out of
phase), F-B Sym (the front legs are in phase and the back legs are out of
phase), and one leg out of phase (three legs moved in synchrony and one
is out of phase, which resembles a gallop). If two legs are motionless, they
are considered in synchrony. Two gaits do not fit into these categories and
are not tabulated. FL: front left, BL: back left, BR: back right, and FR:
front right.

F = front, B = back, L = left, and R = right. This ordering
may make it easier to group the left legs into one group and
the right legs into another, since they are closer to each other.
To test this hypothesis, we performed experiments with the
following alternate orderings: FL-FR-BL-BR and FL-FR-BR-
BL, which may encourage front-back symmetry, and FL-BR-
FR-BL, which may encourage diagonal symmetry. For each
of these four orderings, we performed 50 runs, each with a
population size of 150 that lasted 1000 generations. Table I
reports the classifications of the highest performing gait at the
end of each run.

The most common gait in all runs exhibits four-way sym-
metry, which is not expected to be biased by leg ordering. The
other gaits, however, do tend to reflect the geometric ordering
of the legs in each treatment. For example, all four examples
of left-right symmetry evolved in the *L*L*R*R treatment
(where * stands for any symbol), and all seven cases of front-
back symmetry evolved in the treatments that ordered the legs
F*F*B*B*. It appears it is easier for HyperNEAT to bisect
the Y dimension once to group neighboring legs, instead of
creating the more complex pattern required to group legs with
non-adjacent Y coordinate values.

It is interesting to observe which is the exception leg in the
gaits that had three legs in synchrony and one leg in opposite
phase. In 23 out of 25 cases, the exception leg is the one
with the highest Y coordinate value, although which leg that
is changes based on the geometric ordering (Table I). Different
geometric representations, therefore, can probabilistically bias
evolution to make different legs be the exception leg, which is
an example of how a HyperNEAT user can inject a preference
into the algorithm. It is not clear why exceptions are typically
made for the leg with the highest Y coordinate value. This
result may be due to the nature of the mathematical functions
in the CPPNs.

E. HyperNEAT ANNs are More Regular, Which is Visually
Apparent

Beyond behavioral regularities, it is also interesting to
examine the ANNs produced by HyperNEAT and FT-NEAT.
NEAT ANNs are not visualized because their variable num-
ber of hidden-node layers make such visualization difficult.
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Fig. 17. Correlating ANN regularities to different behaviors. It is possible to recognize ANN patterns that produce different robotic gaits. The ANNs in the
top row all generate a four-way symmetric gait. The weight patterns in these ANNs appear similar for all rows (legs are controlled by separate rows of nodes).
The ANNs in the bottom row have three legs moving together and one leg in anti-phase. That exception leg is controlled by the nodes in the top row, which
have a different pattern of weights than the other three rows. These views are from the back (looking at the outputs), as indicated by the color/shade scheme
described in the caption of Fig. 15.

number of links in NEAT ANNs can vary, which means
that compressibility alone is not isolated. This analysis is
performed on the quadruped controller problem because it
does not have regularity explicitly built in, as opposed to target
weights and bit mirroring, where fitness scores already indicate
ANN regularity.

The gzip algorithm is a conservative test of regularity
because it looks for repeated symbols, but does not compress
all mathematical regularities (e.g., each link weight increasing
by a constant amount). Nevertheless, gzip is able to compress
HyperNEAT ANNs on the regular quadruped controller prob-
lem significantly more than FT-NEAT ANNs: p < 0.001,
comparing the difference between each uncompressed and
compressed HyperNEAT file (mean 4488 bytes ±710 SD)
and each FT-NEAT file (mean 3349 bytes ±37 SD). This
quantifiable result confirms the clear yet subjective observation
from visually inspecting HyperNEAT and FT-NEAT ANNs
(Fig. 15), namely, that HyperNEAT ANNs are more regular.

G. Regularity of HyperNEAT ANNs Correlates with the
Regularity of the Problem

Another measure of the regularity of HyperNEAT ANNs
is the number of nodes or links in the CPPN genome. Some
of the HyperNEAT end-of-run champions on the quadruped
controller problem, for example, have as few as 9 nodes and
26 links in their genome. Given that this genome encodes an
ANN with 60 nodes and 800 links, the compression in this
case is 6.6-fold and 30.8-fold, respectively. Unfortunately, this

measure of regularity cannot be used for comparisons between
HyperNEAT and direct encodings. It is unfair to compare
genome sizes between HyperNEAT and FT-NEAT, given that
the FT-NEAT genome is the same size as the final ANN. A
comparison to NEAT is similarly unfair, because its genomes
at least need to contain one node for every input and output
node in the final ANN.

It is interesting, however, to investigate whether Hyper-
NEAT genomes are smaller on more regular problems. As
expected, the number of CPPN nodes in end-of-run champions
tends to increase with the irregularity of the problem, meaning
there is more compression (i.e., smaller genomes) on more
regular problems. We focused this analysis on genomic nodes
only, because the number of genomic links is correlated with
the number of nodes. In target weights, the correlation between
problem irregularity and number of CPPN nodes is positive
(r = 0.54), although the trend is slightly insignificant (p = 0.08,
using MATLAB’s corrcoef correlation coefficients test). In bit
mirroring, the correlation is more dramatic (Fig. 18). For both
the experiment that reduces column regularity, and the exper-
iment that further reduces row regularity, the trend is positive
(r = 0.91) and highly significant (p < 0.001, using MATLAB’s
corrcoef correlation coefficients test). On the quadruped con-
troller problem the trend is also positive (r = 0.58), although
insignificant (p > 0.05, using MATLAB’s corrcoef correlation
coefficients test).

We also performed this same analysis on data from a
previous publication that created irregularity in the quadruped
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Fig. 18. Genome size increases with problem irregularity. The number of
nodes in the CPPN genomes for HyperNEAT on the bit mirroring problem as
irregularity is scaled from low (left) to high (right). The number of genomic
nodes increases as the problem becomes more irregular.

controller problem in a different way, by randomizing the
geometric locations of each of the input and output nodes [17].
In the regular version of the problem, the nodes are laid out
in a configuration that appears regular to a human engineer
(e.g., the representation in Fig. 7). In the irregular version,
the geometric locations of the nodes are randomized in each
trial. We analyze data from three different experiments, where
the nodes are represented with geometric coordinates in one,
two, and three dimensions, respectively [17]. We previously
reported that the performance of HyperNEAT is significantly
higher in all three experiments on the regular version of
the problem [17]. An analysis of the number of nodes in
the CPPN genomes reveals that, for all three experiments,
genome sizes are significantly smaller in the regular treatment
than the irregular treatment (p < 0.05).

H. HyperNEAT is More Evolvable

One of the touted benefits of indirect encodings is that
the reuse of genetic information that produces regularity also
enables coordinated mutational effects, which can be beneficial
[20], [35]. It has previously been shown that a different indi-
rect encoding based on L-systems produces more beneficial
mutations than a direct encoding control [35]. This section
investigates whether HyperNEAT similarly tends to produce a
higher distribution of fitness values in mutated offspring than
its direct encoding controls.

We analyzed the difference in fitness between organisms and
their offspring in the quadruped controller problem in all cases
where offspring were produced solely by mutation. While the
majority of organisms were produced by crossover and mu-
tation, this analysis isolates the impact of mutational effects.
Over 1.3 million, 1.7 million, and 1.5 million organisms were
produced solely via mutation for HyperNEAT, FT-NEAT, and
NEAT treatments, respectively, providing a substantial sample
size.

Overall, the indirect encoding HyperNEAT produces a wider
range of fitness changes than the direct encodings (Fig. 19).
HyperNEAT also has a distribution of fitness values with a
higher median than both FT-NEAT and NEAT (p < 0.001).
While HyperNEAT also produces more extreme negative
fitness changes, they are balanced by more extreme positive
fitness changes. For example, with respect to the ratio of parent

Fig. 19. Fitness changes caused by mutations with different encodings. Each
circle represents the ratio of parent fitness over offspring fitness. Positive
values indicate an offspring that is more fit than its parents, and higher
numbers indicate larger fitness improvements. The inverse is true for negative
numbers.

fitness to offspring fitness, 5.8% of HyperNEAT offspring
have a positive value greater than 20, whereas for FT-NEAT
and NEAT only 0.35% and 0.21% do, respectively (Fig. 19).
Despite the many extreme negative fitness changes, it appears
that the continuous production of organisms that are much
more fit than their parents fuels the success of HyperNEAT
over FT-NEAT and NEAT on this problem.

I. HyperNEAT’s Bias Toward Regularity Hurts its Perfor-
mance on Problems with Irregularity, as Demonstrated by a
New Algorithm Called HybrID

The previous sections have documented that HyperNEAT’s
performance decreases as the irregularity of a problem in-
creases. One explanation is that HyperNEAT’s bias toward
producing regular solutions makes it less likely to create the
phenotypic irregularities necessary to account for problem-
irregularities. The clearest example of this phenomenon is on
the target weights problem in the treatment in which 90%
of the weights had the same value, but 10% of the weights
had different randomly-assigned values (Fig. 8). In a few
generations, HyperNEAT discovers and exploits the regularity
of the problem by setting 100% of its weights to the value
that is correct for 90% of them. For the remaining hundreds
of generations in the experiment, however, HyperNEAT fails
to make exceptions to that regular pattern to account for the
10% of irregular link values. While the patterns observed in
visualizations of the ANNs produced by HyperNEAT demon-
strate that HyperNEAT can in fact produce some variation
on overall patterns, many of those exceptions are themselves
regular and affect whole geometric regions (Section IV-E). The
target weights problem shows that changing specific weights
to match an irregular target is challenging for HyperNEAT.
However, such fine-tuning of neural connections may be
required for real-world problems that have some degree of
irregularity.

That HyperNEAT’s performance generally decreases with
problem irregularity suggests the hypothesis that HyperNEAT
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Fig. 20. Hybridizing indirect and direct encodings in the HybrID algorithm.
The HybrID implementation in this paper evolves with HyperNEAT in the
first phase until a switch is made to FT-NEAT. The idea is that the indirect
encoding phase can produce regular weight patterns that can exploit problem
regularity, and the direct encoding phase can fine tune that pattern to account
for problem irregularities. In this hypothetical example, large fitness gains are
initially made by the indirect encoding because it exploits problem regularity,
but improvement slows because the indirect encoding cannot adjust its regular
patterns to handle irregularities in the problem. Fitness increases again,
however, once the direct encoding begins to fine-tune the regular structure
produced by the indirect encoding.

would perform better on such problems if it were able to both
generate regularities and irregularities. An alternate explana-
tion for the performance drop is that the less-regular problems
are simply harder. One way to test whether the first hypothesis
is correct is to create an algorithm that can generate regularities
and then adjust those regularities to create irregularities.

Because indirect encodings excel at producing regular
patterns, and direct encodings excel at producing irregular
patterns, the combination of the two may produce both.
The hybridization of indirect and direct encodings (HybrID)
algorithm [28] is based on this idea (Fig. 20).

While we are not aware of any prior work that specifi-
cally combines direct and indirect encodings, researchers have
previously altered representations during evolutionary search,
primarily to change the precision of values being evolved by
genetic algorithms [47]. Other researchers have employed non-
evolutionary optimization techniques to fine-tune the details
of evolved solutions [48]. However, such techniques do not
leverage the benefits of indirect encodings.

While the name HybrID applies to any combination of
indirect and direct encodings, this paper reports results for
one specific implementation called a switch-HybrID [28],
wherein an indirect encoding is run first and then a switch
is made to a direct encoding. Specifically, HyperNEAT is
the encoding for each generation until the switch point,
when each HyperNEAT ANN phenotype is converted into an
FT-NEAT genome. Evolution then continues as normal with
FT-NEAT until the end of the experiment. HyperNEAT
and FT-NEAT serve as the indirect and direct encodings
in the HybrID implementation in this paper to provide fair
comparisons to the results from previous sections. For each of
the HybrID experiments in this paper, a different switch point
is chosen for illustrative purposes. In future applications of
the HybrID algorithm, it may be more effective to choose a
separate switch point for each run automatically based on the
rate of fitness improvement (or lack thereof).

1) Target Weights: HybrID’s performance on the target
weights problem reveals that it does combine the regularity-

Fig. 21. Comparison of HyperNEAT, FT-NEAT, and HybrID on a range of
problem regularities for the target weights problem. For each regularity level,
a HybrID line (dashed gray) departs from the corresponding HyperNEAT line
(colored) at the switch point (generation 100). The performance of FT-NEAT
(black lines) is unaffected by the regularity of the problem, which is why
the lines are overlaid and indistinguishable. HybrID outperforms HyperNEAT
and FT-NEAT in early generations on versions of the problem that are mostly
regular but have some irregularities.

generating attribute of indirect encodings with the irregularity-
generating attribute of direct encodings (Fig. 21). At the
switch point of 100 generations, HybrID immediately makes
noticeable gains over HyperNEAT, and 150 generations later
these gains are significant on all treatments except the perfectly
regular one (p < 0.001). This result confirms the hypothesis
that HyperNEAT can do better on some irregular problems
if a further process of refinement creates some irregularity
within its regular patterns. It is additionally interesting that Hy-
brID significantly outperforms the direct encoding FT-NEAT
on regular versions of the problem early in the experiment
(p < 0.01 at generation 250 on the 70%, 80% and 90% regular
problems); The HyperNEAT phase of HybrID first discovers
the regularity of the problem, giving the FT-NEAT phase
of HybrID a head start over FT-NEAT on these problems.
While the performance of HybrID and FT-NEAT is similar by
the end of the experiment, that result is likely because this
problem is simple and has no interactions (epistasis) between
individual link weight values. Direct encodings are expected
to perform well on problems without epistasis, but most real
world problems are highly epistatic.

2) Bit Mirroring: On the bit mirroring problem, which
does have epistasis, HybrID’s performance ties HyperNEAT’s
performance on regular versions of the problem, and signifi-
cantly outperforms HyperNEAT on problems with a certain
level of irregularity (Fig. 22, see figure for statistical sig-
nificance per treatment). This result further highlights that
HyperNEAT produces regular patterns that can benefit from
a refining process that generates irregularity. The performance
gap between HybrID and HyperNEAT is largest on problems
with intermediate levels of regularity. The gap in performance
narrows on the most irregular treatments because such config-
urations are difficult and both algorithms perform poorly.

These data are pooled across ten runs per treatment on a
7 × 7 grid. Each experiment lasted 5000 generations with a
switch point at 2500 generations. A comparison to FT-NEAT
is not shown because HyperNEAT outperforms FT-NEAT on
all versions of this problem (Section IV-A2).
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Fig. 22. Performance of HybrID versus HyperNEAT on the bit mirroring
problem. Regularity decreases from left to right. Plotted are median values ±
the 25th and 75th quartiles. Asterisks indicate p < 0.05.

Fig. 23. Performance of HybrID versus HyperNEAT on the quadruped
controller problem. Error bars show one standard error of the median. HybrID
outperforms HyperNEAT on all versions of the quadruped controller problem.
The increase generally correlates with the number of faulty joints.

3) Quadruped Controller: HybrID outperforms Hyper-
NEAT on every version of the quadruped controller prob-
lem (Fig. 23), although the difference is significant only on
problems with a certain amount of irregularity (p < 0.01 on
treatments with four or more faulty joints). HybrID increases
performance over HyperNEAT by 5%, 10%, 27%, 64%, and
44%, respectively, for the treatments with 0, 1, 4, 8, and
12 faulty joints. These substantial performance improvements
on the quadruped controller problem, which is a challenging
engineering problem, highlight the degree to which Hyper-
NEAT’s inability to produce irregularity on its own can harm
its performance.

HybrID also outperforms both direct encodings on all treat-
ments of the problem (p < 0.05). HyperNEAT significantly
outperforms both direct encodings only on the two most
regular versions of the problem (p < 0.01). That HybrID
outperforms the direct encodings on irregular problems un-
derscores that it does not just act like a direct encoding
on irregular problems, but instead first leverages the indirect
encoding’s ability to exploit available regularities and then

improves upon those by accounting for problem irregularities
via the direct encoding.

It is instructive to examine how the FT-NEAT phase of
HybrID changes the patterns provided to it by the Hyper-
NEAT phase. Visualizations of ANNs at the end of each
HyperNEAT phase and the ANN for that same run after the
FT-NEAT phase can provide clues to how HybrID generates
its performance improvements. Examples from runs in the
treatment with one faulty joint are shown in Fig. 24. In
all cases, the FT-NEAT phase of HybrID makes no major
changes to the overall regular pattern produced by the Hyper-
NEAT phase (visualizations of ANNs after the HyperNEAT
and FT-NEAT phases for each HybrID run are available
at http://devolab.msu.edu/SupportDocs/Regularity). Evolution
thus maintains the regular pattern HyperNEAT generates
even while that pattern is being fine-tuned by the direct
encoding.

The types of exceptions HybrID produces are different from
those seen by HyperNEAT alone. In many cases, only a few
weights are noticeably changed by the FT-NEAT phase of
HybrID, and these changes occur in an irregular distribution.
For example, in the run depicted in the left column of
Fig. 24, HyperNEAT produces the regular pattern of inhibitory
connections to all of the output nodes. FT-NEAT switches
some of those to excitatory connections, which may have
been difficult for HyperNEAT to do without changing many
other weights. In another example run, depicted in the middle
column of Fig. 24, the only noticeable change FT-NEAT
made is the creation of a single, strong, excitatory connection.
Of course, in both cases there are subtle changes in many
of the link weights that do not stand out to the human
eye.

In the third example run, changes were made during the FT-
NEAT phase to many different weights, yet the overall patterns
remained (Fig. 24, right column). Many of these changes are
irregular, such as the weights switched from excitatory to
inhibitory and vice versa in the top-left node, and the few
links that switch to excitatory in the bottom row. What is
unusual and fascinating about this example run, however, is
that the direct encoding makes many regular changes. For
example, most of the links in the top row proportionally in-
crease in strength, which preserves the regular patterns. These
visualizations demonstrate a rare case of a direct encoding
producing coordinated phenotypic changes. It might be the
case that the indirect encoding discovered regularities that put
this organism on the side of a hill in a fitness landscape,
but climbing that hill is difficult for the indirect encoding
because mutations to the genome that increase the strength
of connections in these nodes may change other weights and
thus decrease fitness overall. The direct encoding does not
have such constraints, and thus can increase the magnitude
of all of these links. This hypothetical explanation illustrates
how evolution can produce coordinated change through direct
encodings if it starts in a place in the fitness landscape where
there is a positive fitness gradient in the same direction for
many link values. Interestingly, it is unlikely that the direct
encoding would have discovered this starting point without
the indirect encoding.
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Fig. 24. Visualizations of the ANNs produced at the end of the HyperNEAT phase and FT-NEAT phase of HybrID for three example runs.

V. Discussion
While it is well-established that indirect encodings can

outperform direct encodings on regular problems [2], [7]–
[14], no prior studies have investigated how indirect encodings
compare to direct encodings on problems as regularity scales
from high to low. Given that most realistic problems will not
be at the extreme regular end of this continuum, it is important
to understand how indirect encodings perform on problems
with different levels of regularity.

On three different problems we have shown that indirect en-
codings are able to automatically exploit intermediate amounts
of problem regularity, and that their performance improves
as the regularity of the problem increases. Moreover, the
indirect encodings outperform direct encoding controls on
regular problems. We have also shed light on why indirect
encodings perform better, which is because they produce both
regular ANNs and regular behaviors that exploit problem
regularity. These results suggests that indirect encodings may
be an attractive alternative to direct encodings as evolutionary
algorithms are applied to increasingly complicated engineering
problems, because such problems are likely to contain regu-
larities. The results from the bit mirroring problem also reveal
that HyperNEAT is able to independently exploit different
types of regularity within the same problem; scaling three
different regularities (within-row, within-column, and inherent)
independently contributes to overall performance [29]. One
interesting caveat we discovered on all three problems, how-
ever, is that HyperNEAT does not exploit a particular type of
regularity until the level of regularity within that type is above
a threshold. Tests on additional problems and with different
indirect encodings are required to discover how general this
finding is. Additionally, further quantitative analyses of regu-
larity in both evolved solutions and in the problems themselves
would shed additional light on how general the findings in this
paper are.

It is particularly noteworthy that HyperNEAT is able to au-
tomatically exploit the regularity of the challenging quadruped

controller problem. This result is important because evolu-
tionary algorithms have previously performed poorly when
evolving gaits for legged robots because they could not
automatically exploit the problem’s regularities: to perform
well, researchers needed to manually identify such regularities
and force the encoding to exploit them [32], [38]–[43]. This
manual approach is time consuming, restrictive, and may fail
to identify helpful regularities.

Because indirect encodings are biased toward producing
regular patterns in solutions, it is important to understand
the degree to which they can vary and make exceptions to
these patterns. Two separate lines of evidence confirm that
HyperNEAT has difficulty making certain types of exceptions.
Initially, its performance decreases as a problem becomes more
irregular. Second, the HybrID algorithm boosts performance
over HyperNEAT on intermediately regular problems, con-
firming that HyperNEAT is not creating some irregularities
that would aid performance. On the other hand, visualizations
of HyperNEAT ANNs reveal that HyperNEAT can create vari-
ations on patterns, and even exceptions for single nodes. How-
ever, these variations and exceptions themselves are regular,
suggesting that HyperNEAT creates its exceptions by adding
one regularity to another, with the result being an overall
regularity with a regular variation within it. The HyperNEAT
visualizations rarely demonstrate cases where single weights
violate the prevailing pattern. HybrID, on the other hand,
does provide examples of such single-link exceptions. The
significant boost in performance by HybrID implies that the
ability to make such radical exceptions at the single-link level
is sometimes important.

HybrID’s performance increase over HyperNEAT, combined
with investigations into the different types of exceptions Hy-
brID and HyperNEAT make, suggest that HyperNEAT can
benefit from a process of refinement that adjusts individual
link patterns in an irregular way. While a direct encoding pro-
vides such refinement in this paper, there are other candidate
refinement processes. One intriguing possibility is that lifetime
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adaptation via learning can play a similar role [44], [49]–
[51]. Lifetime learning algorithms could adjust the overall
regular patterns produced by HyperNEAT to account for
necessary irregularities. Having a learning algorithm serve as
the refining process may be superior to a direct encoding,
especially as ANNs scale closer to the size of brains in nature.
While HybrID works well on the problems in this paper,
its direct encoding component may ultimately encounter the
same scaling challenges that all direct encodings face on high-
dimensional problems.

The ANN weight patterns produced by HyperNEAT alone
are also interesting because they demonstrate the types of
regularities that can be produced by an indirect encoding that
incorporates geometric concepts from developmental biology.
The pictures evolved with CPPNs reveal that CPPNs can
encode many features observed in natural animal bodies,
such as symmetry and serial repetition, with and without
variation (Fig. 2) [24]. The visualizations presented here of
ANNs evolved with CPPNs demonstrate that HyperNEAT can
generate these same properties in ANNs. It is clear by looking
at the different visualizations that different geometric patterns
are being created and combined to produce complex neural
patterns, which is reminiscent of how nature produces complex
brains and bodies [3].

Outside the field of neuroevolution, other techniques have
improved performance by biasing neural networks toward
regular weight patterns, such as weight sharing [52], [53] and
convolutional networks [54]. However, such methods typically
involve the researcher imposing a certain regularity on the
ANN (such as a subset of weights all being identical). The fact
that these techniques were successful demonstrates that regular
patterns in neural connections can be beneficial. However,
these methods typically do not automatically discover which
regularities to create. HyperNEAT is novel because it explores
a large space of possible geometric regularities to find those
that enhance performance. This ability to discover and encode
different regularities suggests that HyperNEAT can potentially
adapt the regularities it produces to different domains, instead
of needing to be manually tuned for each domain.

VI. Conclusion

This paper contains the first extensive study in the field of
evolutionary computation comparing an indirect encoding to
direct encoding controls across a continuum of problems with
different levels of regularity. On three different problems the
performance of the indirect encoding improved with the regu-
larity of the problem, and the indirect encoding outperformed
the direct encodings on more regular versions of problems.
The indirect encoding was able to exploit problem regularity
by generating regular neural networks that produced regular
behaviors. The specific indirect encoding studied is based
on concepts from developmental biology involving geometric
patterning, which enabled domain knowledge and preferences
to be injected into the algorithm. Moreover, this generation and
combination of geometric coordinate frames created regular
weight patterns in neural networks that are visually complex
and resemble regularities seen in natural brains.

The indirect encoding’s bias toward regularity hurt its
performance on problems that contained some irregularity. A
new algorithm that first evolves with an indirect encoding and
then switches to a direct encoding was able to outperform the
indirect encoding alone. This HybrID algorithm outperformed
the indirect encoding because it made subtle adjustments to
regular patterns to account for problem irregularities. The
success of this approach suggests that indirect encodings
may be most effective not as stand-alone algorithms, but
in combination with a refining process that adjusts regular
patterns in irregular ways to account for problem irregularities.

Overall, this paper provides a more comprehensive picture
of how indirect encodings compare to direct encodings by
evaluating them across a continuum from high to low problem
regularity. This paper also suggests a path forward that com-
bines the pattern-producing power of indirect encodings with
a process of refinement to account for the irregularities that
are likely to exist in challenging problems.
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Selective pressures for accurate altruism
targeting: evidence from digital evolution
for difficult-to-test aspects of inclusive

fitness theory
Jeff Clune1,2,5,*, Heather J. Goldsby2,3,5, Charles Ofria2,3,5

and Robert T. Pennock1,2,3,4,5

1Department of Philosophy, 2Department of Computer Science and Engineering, 3Ecology, Evolutionary Biology
and Behavior Program, 4Lyman Briggs College, and 5The BEACON Center for the Study of Evolution in Action,

Michigan State University, East Lansing, MI 48824, USA

Inclusive fitness theory predicts that natural selection will favour altruist genes that are more accurate in
targeting altruism only to copies of themselves. In this paper, we provide evidence from digital evolution
in support of this prediction by competing multiple altruist-targeting mechanisms that vary in their accu-
racy in determining whether a potential target for altruism carries a copy of the altruist gene. We compete
altruism-targeting mechanisms based on (i) kinship (kin targeting), (ii) genetic similarity at a level greater
than that expected of kin (similarity targeting), and (iii) perfect knowledge of the presence of an altruist
gene (green beard targeting). Natural selection always favoured the most accurate targeting mechanism
available. Our investigations also revealed that evolution did not increase the altruism level when all
green beard altruists used the same phenotypic marker. The green beard altruism levels stably increased
only when mutations that changed the altruism level also changed the marker (e.g. beard colour), such
that beard colour reliably indicated the altruism level. For kin- and similarity-targeting mechanisms,
we found that evolution was able to stably adjust altruism levels. Our results confirm that natural selection
favours altruist genes that are increasingly accurate in targeting altruism to only their copies. Our work
also emphasizes that the concept of targeting accuracy must include both the presence of an altruist
gene and the level of altruism it produces.

Keywords: kin selection; inclusive fitness; altruism; green beard; digital evolution; Avida

1. BACKGROUND
Inclusive fitness theory, also known as kin selection
theory, describes when a trait will be favoured by natural
selection [1]. Applied to altruistic traits, inclusive fitness
theory explains that an altruist gene is selected for if it is
altruistic (assists another at a cost to itself) towards rela-
tives when the cost of altruism is less than its benefit
diluted by the chance that the beneficiary does not have
the altruist gene [1]. In its more general form, inclusive fit-
ness theory holds that any gene that directs a net benefit
towards other copies of itself will be favoured by selection,
even if the altruistic and beneficiary genes do not share
common descent [1–7]. Altruist genes can, with varying
degrees of reliability, identify carriers of the altruism gene
in nature in three ways: (i) by recognizing kin, who are
likely to share the altruist gene, (ii) in viscous populations,
where surrounding organisms are often related, and (iii) by
directly sensing the presence of the altruist gene [8].

Putting the point anthropomorphically, in order to
determine whether to target altruism towards an organ-
ism (i.e. select it as the beneficiary of altruism), an
altruist gene would like to have perfect genetic information

as to whether a copy of itself exists in that organism.
Given imperfect information, however, altruist genes are
forced to settle on less accurate targeting mechanisms.
Accuracy in this context is the probability that the recipi-
ent of altruism has a copy of the altruistic gene.
Targeting altruism based on identifying kinship, which
we call kin targeting, is the most commonly used indicator
of the presence or absence of an altruist gene [9,10].
Altruism via kin recognition can be evolutionarily stable,
although only in certain situations ([11–13]; reviewed
in [14]). However, if more accurate indicators of the
presence of altruistic genes were available, inclusive
fitness theory predicts that natural selection should use
them in addition to, or in lieu of, kinship indicators
[1,4,5,7,15,16]. This pressure to be as accurate as poss-
ible is strongest when donations are costly or otherwise
limited, which is the case we focus on in this paper.

Aside from kinship, one possible mechanism for deter-
mining whether an organism has a copy of an altruistic
gene is to sense the genetic similarity between the potential
donor and the recipient, which we will call similarity tar-
geting. One may envision mechanisms based on sensing
biochemical signals that would allow the inference of gen-
etic similarity irrespective of kinship. For instance, mice,
fishes and humans use scent to preferentially choose
mates with genetically dissimilar major histocompatibility
complexes, suggesting that genetic information can be
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acquired and exploited by evolution [17]. Additionally,
social amoebas are more likely to form cooperative relation-
ships with genetically similar organisms [18]. If it were
possible for organisms to target altruism based on high gen-
etic similarity (greater than expected for kin), inclusive
fitness theory predicts that this mechanism would be
selected for over kin targeting because it is more accurate.

It is also possible to have altruism-targeting mechanisms
that would be even more accurate than those based on high
genetic similarity. The most accurate targeting mechanism
would be a gene that can identify with certainty whether
other organisms possess (and express) its copy, irrespective
of kinship or overall genetic similarity. This is the idea
behind green beard genes, which were proposed by Hamil-
ton [1], named by Dawkins [4] and subsequently found in
nature [19–27]. Green beard genes do two things: (i) dis-
play a marker (e.g. a green beard) and (ii) target altruism
towards entities bearing that marker and no others.
Green beard genes are the ideal implementation of inclus-
ive fitness theory—they direct altruism only towards
organisms that contain and express their copies. We refer
to this strategy as green beard targeting.

A prediction, then, of inclusive fitness theory is that if
more accurate altruism-targeting methods become avail-
able, selection will favour their use over less accurate
targeting methods. Specifically, inclusive fitness theory
predicts that organisms will use kin targeting if it is the
only type of altruism targeting available. If genes for
both kin targeting and similarity targeting exist in a popu-
lation, and if the similarity targeting is more accurate,
then similarity targeting should have a selective advantage
over kin targeting. Finally, if the genes for kin targeting,
similarity targeting and green beard targeting all exist in a
population, and are mutually exclusive, selection will
favour green beard targeting because it is the most
accurate. We confirm all of these predictions in this
paper. Interestingly, however, we had to implement a
novel instantiation of green beard targeting before natural
selection favoured it over similarity targeting. Natural selec-
tion did not favour green beard targeting over similarity
targeting in most situations because green beard targeting
by itself cannot evolve the amount of altruism conferred
from the altruist to the recipient. Except in rare, contrived
situations, natural selection switched away from similarity
targeting only when different beard colours existed that
each reliably indicated different levels of altruism (a
mechanism we call identical beard colour targeting).

To our knowledge, a test of these predictions has not
been conducted either in computer models or in natural
systems. While it would be ideal to confirm these predic-
tions in natural systems, such tests would be difficult, if
not impossible, to perform. As such, the closest we may
come to empirically testing these predictions of inclusive
fitness theory is in digital evolution systems.

We conduct such tests in AVIDA, a digital evolution soft-
ware platform that instantiates evolutionary processes in a
computer [28,29]. AVIDA has repeatedly served as a tract-
able system to investigate the general properties of
evolving systems [30–37].

2. METHODS
In AVIDA, self-replicating computer programs (i.e. digital

organisms) evolve through random mutations and selective

pressures. To self-replicate, an organism must copy its own

genome, which is a sequence of computer instructions. The

copy process is imperfect, however, such that a genomic

instruction has a probability of mutating to another instruc-

tion when copied. These mutations can alter the execution

of the genome and change its behaviour. When an organism

self-replicates, a copy of it is placed at random either in one

of its parents’ cells or in a neighbouring cell of a parent

(replacing the resident organism if extant). There are a lim-

ited number of cells, creating a competition for space. In

the experiments described here, digital organisms obtain

extra metabolic units through altruistic donations (explained

subsequently), allowing them to execute their genomes

more rapidly, which increases their ability to compete for

space and thus their fitness.

As Dennett [38] has noted, evolution will occur in any

system that has heritable variation and differential fitness.

AVIDA exhibits these traits and can therefore be used to

study the general principles of evolving systems [33]. The

remainder of §2 describes how AVIDA was configured for

the experiments described in this paper. A general, more

thorough description of AVIDA can be found in [28].

The AVIDA software is free and can be obtained from http://

devolab.cse.msu.edu/software/avida.

Each experiment featured 50 trials that differed only in

the seed for the random number generator, which affected

stochastic aspects of the trial, such as mutations. Trials

began by filling 3600 cells of a virtual toroidal grid with iden-

tical copies of an organism that could self-replicate, but

exhibited no other behaviours. Each cell within the toroidal

grid was adjacent to eight neighbouring cells. When an organ-

ism successfully executed a divide command, it

reproduced with another organism that had successfully

divided. Specifically, offspring resulted from the sexual

recombination of two copied genomes using two-point cross-

over, where both points were randomly chosen from each

organism’s circular genome and the sections of the genome

between each point were swapped [36]. During replication,

each instruction in the genome had a 0.75 per cent chance

of mutating to any other instruction in the instruction set.

Lower mutation rates of 1023, 1024 and 1025 (following

Rousset & Roze [13]) did not qualitatively change our

results, except evolution was slower and similarity targeting

was less competitive versus kin targeting because organisms

were more similar, making similarity less informative. The

standard AVIDA instruction set [28] includes instructions

that allow organisms to manipulate numbers, copy their

instructions, and modify execution flow (e.g. jump to, or

skip over, instructions in their genomes). All genomes were

fixed at a length of 100 instructions. Organisms died of

‘old age’ and were removed from the population if they exe-

cuted 2000 instructions prior to completing replication.

Organisms started their lives with 100 metabolic units.

For these experiments, we extended AVIDA to include

altruistic instructions that allowed organisms to donate

their metabolic units to neighbouring organisms. Organisms

lost five metabolic units per donation made and gained 50

per donation received. This asymmetry created the possi-

bility of non-zero sum gains, which are necessary for the

evolution of altruism. Altering the ratio or magnitude of

cost and benefit did not qualitatively change the results of

the experiments, provided the benefit was at least approxi-

mately three times the cost. For all experiments, the

number of donations of any type that an organism could
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perform was capped at 100 (by ignoring subsequent

attempts), which makes it easier to determine which

donation strategies are the most effective in any given

setup. If an organism executed a donation instruction but

there was not a suitable recipient in the surrounding eight

cells, the organism was credited with performing the

donation, but no energy transfer or deduction took place.

3. RESULTS
To test the prediction that natural selection would favour
the most accurate altruism-targeting mechanism avail-
able, we ran a series of experiments with different
instructions that enable organisms to altruistically
donate metabolic units using different targeting
mechanisms.

(a) Kin targeting

We initially wanted to confirm that kin targeting would
evolve in AVIDA. For this first experiment, we added
three instructions to the standard AVIDA instruction set
[33]. When an organism executed donate-kin, it
made a donation to a neighbouring parent or offspring.
We excluded full siblings for simplicity (they are extre-
mely rare because mates are chosen randomly from the
population, meaning that it is unlikely that two organisms
will have the same two parents). The other two additional
instructions were controls: executing donate-random
donated to a random neighbour, and executing neutral
had no altruistic effect. The latter provided a baseline of
how often instructions with no selective advantage or dis-
advantage were executed. These three instructions were
not present in the genome of the starting organism.

Because individual organisms can execute multiple
donation instructions, we estimate the evolutionary suc-
cess of a donation instruction by looking at how many
times it is executed by the organisms in the final popu-
lation of each experiment, which is analogous to the
expression level for a gene. Expression levels significantly
above those for neutral are evidence that an instruction
has been selected for. We also report on the frequency of
the various donation instructions (alleles) in the popu-
lations at the end of evolutionary trials. Those alleles that
are significantly more frequent in final populations than
the neutral control have probably been selected for.

The results show that organisms that donated to their
kin were selected for (figure 1a, p , 0.001 comparing the
average number of donate-kin executions versus
donate-random and neutral in final populations; all
p-values in this paper are generated using MATLAB’s
Mann–Whitney test). The average number of donations
per organism is nearly the maximum number of donations
allowed (100). The average number of donate-kin
instructions per genome in the final populations was
7.95 (+0.58 s.d.), which was significantly higher than
both the donate-random (2.13+0.22 s.d.) and
neutral (2.72+0.25 s.d.) controls (p , 0.001).
These results confirm that kin targeting is selected for
in AVIDA, as predicted by inclusive fitness theory. Chan-
ging which relatives were considered kin (e.g. including
cousins) did not qualitatively change the results (data
not shown). By repeating this experiment without the
donate-kin instruction, we also found that indiscrimi-
nate altruism is selected against in our experimental
setup (donate-random expression is significantly
lower than neutral, p , 0.001), although this might
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Figure 1. Evolved altruism levels for different targeting mechanisms. Plotted is the average number of donation instructions per
type executed by organisms in the final populations of 50 trials (+1 s.e., often too small to distinguish). The maximum number
of donations was capped at 100. (a) Targeting altruism based on kinship was selected for over two controls. (b) Targeting altru-
ism based on high genetic similarity was favoured over targeting based on kinship. (c) Selection did not favour targeting
altruism via a green beard mechanism (with an implicit threshold of 1, see text) over kin and similarity targeting. (d) Selection
favoured a green beard mechanism with a threshold of 100 (the maximum number of donations allowed) over kin and similarity
targeting. (e) Selection favoured identical beard colour targeting over kin and similarity targeting. Purple, kin; blue, random
(rand); grey, neutral (neut); black, similarity (85%); light green, green beard (GB) (1); dark green, green beard (100); red,
identical beard colour (IBC).
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not have been expected because the population is viscous
[39]. The increased accuracy of kin targeting over indis-
criminate altruism thus enables the elevated levels of
altruism observed with donate-kin.

(b) Similarity targeting

We next investigated whether selection favours altruism-tar-
geting mechanisms that are more accurate than those based
on kinship. To test this prediction, we added a donate-
similar instruction to the instruction set. When executed,
the donate-similar instruction donated to a neighbour
that had an edit distance of fewer than 15 (i.e. 85% geneti-
cally similar), where edit distance is the number of point,
insert and/or delete mutations needed to transform one
genome into another [40]. We selected this edit distance
of 15 so that donate-similar more accurately targets
altruism than donate-kin (otherwise there would be no
expected selection for the former over the latter). Specifi-
cally, at equilibrium in the previous experiment, 34.69 per
cent of donations using donate-kin went to organisms
that had an edit distance greater than 15 (+0.0033%
s.d.). The average edit distance between the donor and
the recipient for donate-kin was 14.44 (+0.12 s.d.),
whereas it was 7.48 (+0.05 s.d.) for donate-similar,
which is significantly different (p, 0.001).

In accordance with the prediction of inclusive fitness
theory, selection did favour this greater accuracy in altru-
ism targeting (figure 1b, p , 0.001 comparing the average
number of donate-similar executions versus other
donation types in final populations). On average,
donate-similar was executed 90 times per organism,
whereas donate-kin was executed fewer than 10. The
genomic instruction frequencies are consistent with
the expression levels: The average number of donate-
similar instructions per genome in the final
populations was 5.1 (+0.45 s.d.), which was significantly
higher (p , 0.001) than donate-kin (3.16+0.32 s.d.),
donate-random (2.15+0.26 s.d.) and neutral
(2.80+0.24 s.d.). Varying the similarity (edit distance)
threshold did not qualitatively change the result as long
as it remained below approximately 50, i.e. above about
50 per cent genetic similarity (data not shown).

(c) Green beard targeting

In the next experiment, we provided direct knowledge of
the presence of expressed altruist genes by adding a
donate-greenbeard instruction. When executed, it
caused a donation to a neighbouring organism that (i) had
donate-greenbeard in its genome and (ii) executed the
donate-greenbeard instruction at least once. The
latter condition was added to prevent an organism from
having a green beard phenotypic marker (i.e. having
donate-greenbeard in its genome), but not being
altruistic because the instructionwas included in a ‘junk’ sec-
tion of the genome that was never executed. We determined
whether an organism executed the donate-greenbeard
instruction by testing each new organism in a separate test
environment prior to placing it in the population.

At first pass, it seems that inclusive fitness theory pre-
dicts that natural selection should favour the use of
donate-greenbeard over both donate-similar
and donate-kin because donate-greenbeard is per-
fectly accurate: it donates only to other green beard donors.

In contrast, donate-similar and donate-kin will
sometimes donate to non-donors (a false-positive error),
as well as fail to donate to others that share their altruism
genes (a false-negative error). For example, an organism
may donate to kin that did not receive the altruism gene,
or an organism may fail to recognize and donate to a
cousin that shares the altruism gene. To test the prediction
that altruism using the green beard-targeting mechanism
will be selected for over kin and similarity altruism target-
ing, we repeated the previous experiment with the addition
of donate-greenbeard to the instruction set.

Contrary to our initial expectations, donate-
greenbeard was not competitive with donate-similar
(figure 1c). The donate-similar instruction was selected
for over all other donation types (p, 0.001 comparing the
average number of donate-similar executions versus
other donation types in final populations). The genomic
instruction frequency data also show that selection favoured
similarity targeting over all of the alternatives, including
green beard targeting: The average number of donate-
similar instructions per genome in the final populations
was 4.90 (+0.46 s.d.), which was significantly higher (p,
0.001) than donate-greenbeard (2.60+0.25 s.d.),
donate-kin (3.11+0.33 s.d.), donate-random
(2.03+0.22 s.d.) and neutral (2.63+0.30 s.d.).

Later in the paper, we demonstrate a variant of
the green beard concept that does outcompete
donate-similar, but it is first instructive to learn
why donate-greenbeard was not selected for. A poss-
ible explanation for this result is the disincentive an
organism has for performing more than the minimum
number of green beard donations necessary to receive
green beard donations, which was only 1 in this case.
For instance, in a population where all organisms perform
two green beard donations, an organism that donates only
once would receive more than it donates and thus have a
competitive advantage. Such an organism is a variant of a
‘falsebeard’ cheater because it has the altruism-
signifying marker, but is not altruistic to the same
degree [19]. We hypothesized that green beard organisms
are under selective pressure to be as selfish as possible
while being just altruistic enough to qualify to receive
donations from other green beard donors.

We tested this hypothesis by creating a threshold, which
is the number of green beard donations an organism
needs to make in order to qualify to receive green beard
donations. The original donate-greenbeard instruc-
tion has an implicit threshold of 1, but this requirement
can be set to any value. If our hypothesis is correct, the
amount of green beard altruism should rise as a function
of the threshold (T ), but should not rise far above T;
values slightly above T are expected owing to a pressure
for robustness under mutation–selection balance [32].

We tested this hypothesis by repeating the previous
experiment, but using only the default instruction set
and a new donate-threshold-gb instruction, which
is identical to donate-greenbeard, but with a
threshold that can be set to any integer. We tested four
threshold values (T ¼ 1, 25, 50, 100) and the hypothesis
was confirmed: the level of altruism rose to the threshold,
but did not substantially exceed it (figure 2). These
results indicate that green beard targeting is unable to
evolve persistent levels of altruism above whatever fixed
and arbitrary threshold of altruism is required to qualify
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for green beard donations. The inability to evolve sus-
tained altruism levels above level T provides a plausible
explanation for why green beard targeting did not out-
compete similarity targeting in the experiment plotted
in figure 1c. In that experiment, the threshold of 1
resulted in a low level of green beard altruism, which pre-
vented selection from taking advantage of the greater
accuracy of the green beard-targeting mechanism in all
but a few donation opportunities. Natural selection took
advantage of the remaining non-zero sum opportunities
with similarity targeting.

These results suggest that in order for an altruist gene
to accurately identify another gene as its copy, the level of
altruism must also be taken into account. This is because
two altruist genes that are altruistic to different degrees
are not copies of one another. Previously in this paper,
we have discussed altruism-targeting mechanisms solely
based on a targeting method, such as targeting based on
kinship, shared genetic similarity or the mutual posses-
sion of a green beard. In addition to targeting methods,
however, targeting mechanisms can also have a discrimi-
nation level, which discriminates based on the level of
altruism (electronic supplementary material, figure S1).
Targeting methods and discrimination levels can work
in conjunction to filter out the subset of organisms that
will receive altruism. In our experiments, donate-kin
and donate-similar had no discrimination level.
Green beard targeting has a discrimination level equal
to its threshold: the instruction donate-greenbeard
had an implicit discrimination level of 1 and donate-
threshold-gb had a discrimination level equal to its
threshold T. The reason inclusive fitness theory, at first
pass, seemed to predict that donate-greenbeard
would be favoured over donate-kin and donate-
similar is because the altruism level was not being con-
sidered when green beard genes were labelled as perfectly
accurate. Recognizing the importance of altruism levels
reveals that donate-greenbeard is not perfectly

accurate because it frequently donates to organisms with
more selfish versions of its altruist gene.

In our original green beard experiment (figure 1c),
even though kin- and similarity-targeting mechanisms
were less accurate, they were employed to take advantage
of the remaining donation opportunities. We hypothesized
that if the green beard threshold were set to the maximum
number of donations allowed, then selection would indeed
use the green beard-targeting mechanism instead of simi-
larity targeting owing to its greater accuracy. To test this
idea, we used a green beard threshold of 100, which is
approximately the level of altruism generated by kin and
similarity targeting when they are dominant (figure 1a,b).
The experiment reported in figure 1c was repeated, but
using donate-threshold-gb (T ¼ 100) instead of
donate-greenbeard.

Our prediction was confirmed: selection employed the
green beard-targeting mechanism significantly more than
kin and similarity targeting (figure 1d, p , 0.001 compar-
ing the average number of donate-greenbeard
executions versus other donation types in final
populations, and comparing the average number of
donate-threshold-gb instructions per genome in
the final populations (5.61+0.54 s.d.) versus donate-
similar (1.46+0.20 s.d.), donate-kin 1.47
(+0.19 s.d.), donate-random (1.40+0.19 s.d.) and
neutral (2.94+0.30 s.d.)). Our results demonstrate
that inclusive fitness theory is right that selection will
favour the most accurate altruism-targeting mechanism
available, but only if the altruism level is controlled for.

The green beard-targeting mechanism can evolve
an altruism level near the maximum only if its discrimi-
nation level (threshold) is arbitrarily set to be near the
maximum. It cannot evolve an altruism level near the
maximum if its discrimination level happens to be much
lower (figure 1c). By contrast, the altruism level for kin
and similarity targeting automatically increased from
zero to close to the maximum, exploiting nearly all of
the non-zero-sum donation opportunities (figure 1a,b).
These results reveal that kin and similarity targeting can
evolve ever-higher altruism levels without explicit dis-
crimination levels. One reason a discrimination level is
unnecessary is that the organisms they cooperate with
(i.e. kin or genetically similar organisms) have similar
genomes and thus are likely to have similar altruism
levels. Furthermore, organisms using kin and similarity
targeting cooperate only with a small group of other
organisms, limiting the success of ‘kin-cheaters’, which
are organisms within a kin group that mutate to be less
altruistic (figure 3a–c) [35,41]. Additionally, if a new
kin group is created with a higher altruism level, it
needs to survive via drift for only a few generations
before some of its members are no longer close enough
kin to donate to their less altruistic ancestors, and they
can thus successfully evade exploitation (figure 3c,d).
These attributes of kin and similarity targeting make
possible the evolution of persistent increases in altruism.
In other words, kin and similarity targeting do not have
an explicit discrimination level, but instead possess
an implicit discrimination level that occurs as a side
effect of the genetic similarity inherent in these
targeting methods.

The previous experiment demonstrates that if a
green beard-targeting mechanism happens to have a
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Figure 2. Evolved altruism levels for different green beard
thresholds. Plotted is the average number of donations exe-
cuted per organism for different threshold values (T ) of the
donate-threshold-gb instruction (averaged from the
final populations of 50 trials per treatment +1 s.e., often
too small to distinguish). Organisms evolved to perform
enough donations to surpass the threshold and thus qualify
to receive altruism, but did not perform substantially more
than T donations.
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discrimination level near the optimum (here, the maxi-
mum number of opportunities to exploit non-zero sum
gains), then the green beard mechanism will be favoured
by natural selection over kin and similarity targeting
(figure 1d). However, it is unlikely that random mutations
would produce a green beard gene with a near-optimal
discrimination level de novo. This small probability is
compounded by the already unlikely prospect of
random mutations producing a gene that both creates a
phenotypic marker and targets altruism towards bearers
of the marker [4]. These improbable requirements dimin-
ish the expectations of finding such a gene in natural
settings. Furthermore, if the optimal altruism level chan-
ged over time, the descendents of a bearer of a green
beard gene that happened to be near the optimum
would no longer be optimal, and would probably be
replaced by a kin- or similarity-targeting mechanism. An
unchangeable discrimination level, therefore, appears to
be an evolutionary disadvantage.

(d) Identical beard colour targeting

If a green beard-targeting mechanism were able to auto-
matically optimize its altruism level across generations,
then such adaptability could make the green beard-
targeting mechanism more competitive with kin- and
similarity-targeting mechanisms. This type of adaptability
is possible with a slight variation on the green beard idea
wherein mutations to the altruism gene simultaneously
change the level of altruism, the phenotypic marker
(e.g. beard colour) and the level of discrimination. We
call this targeting mechanism identical beard colour
targeting, because organisms carrying the gene would be
altruistic only towards others bearing the same beard
colour. There would thus be many beard colours in a
population, and the beard colour would perfectly indicate
the altruism level of its bearer. This proposal is different
from previous work with multiple beard colours in a
population where the beard colour did not reliably
indicate the altruism level [42]. We tested the efficacy
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Figure 3. How kin and similarity targeting can evolve persistently high altruism levels. A thought experiment illustration show-
ing how (a) kin-based altruism naturally thwarts kin-cheaters (kc) and (b) enables enduring increases in altruism levels. (a(i))
Consider a group of related organisms that are altruistic to each other (blue and light blue). One organism may mutate to be
less altruistic, becoming a kin-cheater (red), but since only its closest relatives (light blue) will consider it kin, only they will be
altruistic towards it. (a(ii)) The kin-cheater will tend to supplant its kin because it receives more donations from them than it
gives. (a(iii)) Once the kin-cheater has replaced those that considered it kin, the kin-cheater is left receiving donations only from
other kin-cheaters. This group (red) will have a lower altruism level than their distant kin (blue) and will come to be replaced by
them. (b(i)) Now consider an organism (orange) that mutates to have a higher level of altruism (ha) than its ancestors (blue).
Initially, it will be selected against because it gives more donations to those that it considers kin (pink) than it receives from
them. (b(ii)) If the less-altruistic kin of the higher level altruist are killed off by drift, then the higher level altruist and its off-
spring (orange) will have a competitive advantage over their distant ancestors (blue). (b(iii)) While chance is required to start
the process, once it has occurred, there will be selection for the higher level of altruism. There are additional factors that com-
plicate all of these fitness comparisons, but for clarity, we have sketched these scenarios only in broad strokes. kc, kin cheater;
kkc, kin of kin cheater; dkkc, distant kin of kin cheater; ha, higher-level altruist; kha, kin of higher-level altruist; dkhla, distant
kin of higher-level altruist.
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of such an identical beard colour targeting gene by
creating a donate-identical-beard-colour
instruction. This instruction, when executed, donated to
another organism that both: (i) had the donate-iden-
tical-beard-colour instruction and (ii) donated
the same number of times as the donor. Thus, the pheno-
typic marker accurately signifies both the altruism and
discrimination levels.

We repeated the previous experiment, but substituted
the donate-identical-beard-colour instruction
for the donate-greenbeard-threshold instruction,
and found that identical beard colour targeting was
selected for over kin and similarity targeting (figure 1e,
p , 0.001 comparing the average number of donate-
identical-beard-colour executions versus other
donation types in final populations), which confirms our
prediction. The genomic instruction frequency data also
confirmed that selection favoured identical beard colour
targeting over all of the alternative targeting mechanisms.
The average number of donate-identical-beard-
colour instructions per genome in the final populations
was 3.61 (+1.60 s.d.), which was significantly higher
(p , 0.001) than donate-similar (1.50+0.22 s.d.),
donate-kin (1.46+0.21 s.d.) and donate-random
(1.44+0.21 s.d.). In this experiment, the difference
in genomic instruction frequency between donate-
identical-beard-colour and neutral (3.01+
0.21 s.d.) was not significant (p . 0.05), but the signifi-
cant difference in the level of execution of those
instructions (figure 1e, p, 0.001) clearly shows that
selection favoured a much higher expression of donate-
identical-beard-colour via regulatory instructions.
We also performed this experiment with a population
structure where offspring are placed at random in
the population and found that the level of donate-
identical-beard-colour expression was significantly
higher than all other donation types (p, 0.001).

Interestingly, the average edit distance between the
donor and the recipient for donate-identical-
beard-colour was 52.78 (+0.15 s.d.), which was
significantly greater than the edit distances for either
donate-kin (14.44+0.12 s.d.) or donate-similar
(7.48+0.05 s.d.), indicating that the identical beard
colour targeting mechanism did indeed find altruism reci-
pients that kin- and similarity-targeting mechanisms
would not have identified. The average number of identi-
cal beard colour donations per organism in the final
population was near the maximum amount allowed, as
was the case in previous experiments for the kin-,
similarity- and (threshold) green beard-targeting mechan-
isms when they were dominant. This high average means
that most of the organisms in the population donated
nearly 100 times, which was the maximum allowed. A
look at altruism levels across evolutionary time reveals that
this high level of altruism was evolutionarily stable in the
sense that it was maintained for thousands of generations
(figure 4). Plots of altruism levels across evolutionary time
look qualitatively similar from the previous experiments
when other targeting mechanisms were dominant (data
not shown). These time plots reveal that the altruism via
the targeting mechanisms discussed in this paper was main-
tained at high levels across thousands of generations.

Another alternate way altruism levels could be adjusted
via a green beard mechanism is with multiple, fixed-

threshold green beard genes with different markers (e.g.
a blue hand, a red foot etc.). While each has a fixed
threshold, the overall organismal level of altruism could
be adjusted by having as many of these genes
as necessary. We implemented this concept, and it
worked qualitatively the same as identical beard colour
targeting in the previous experiments, and evolution
probabilistically chose one or the other when both options
were available (electronic supplementary material). This
alternate implementation further shows that being able
to adjust altruism levels is a key fitness component of
the green beard mechanism.

4. DISCUSSION
It is commonly assumed that kin-based altruism involves
poor, but adequate estimations of the presence of an
altruist gene and that such altruism would be more effec-
tive if it were based on true knowledge of the presence of
that gene [1,4,5,15]. In this paper, we provided organisms
with such perfect knowledge via green beard targeting
with a fixed and low discrimination level, but it was not
selected for over altruism targeting based on ‘imperfect’
kin information. We discovered that this unexpected out-
come is because kin targeting can naturally adjust its level
of altruism, whereas green beard targeting using a single
phenotypic marker (e.g. a single beard colour) cannot.
This important feature of kin-based altruism may help
explain its widespread occurrence in nature [9,10]
versus the rare examples of green beard altruism
[15,20–26]. It is interesting to note that the documented
cases of green beard targeting in nature do involve binary
decisions, for example, to kill or not [21] or to bind to or
not [23,26].

Our results support that green beard targeting will be
the method of choice only if the decision is binary, con-
sisting of whether to be altruistic or not, or if the
discrimination level of a green beard gene happens to be
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Figure 4. Identical beard colour altruism levels over evol-
utionary time. The data from the experiment plotted in
figure 1e are shown here across evolutionary time. Plotted
is the average number of donation instructions per type exe-
cuted per organism for each update. The plot shows averages
over 50 evolutionary trials (+1 s.e.). The altruism level of
identical beard colour targeting rises early and remains at a
high level for most of the experiment, which lasted thousands
of generations. Purple, kin; light blue, random; grey, neutral;
black, similarity (85%); red, identical beard colour.
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near the optimal altruism level. In such cases, green beard
targeting is indeed more accurate than kin or similarity
targeting. However, when adjusting the level of altruism
is advantageous, selection will favour kin targeting (and
would favour similarity targeting were it possible) over
green beard targeting. Green beard targeting is not
favoured by selection in such situations because a gene
with a single beard colour cannot evolve its
discrimination level threshold. However, as we demon-
strated with the identical beard colour targeting
mechanism, if mutations can simultaneously change the
phenotypic marker, the altruism level and the discrimi-
nation level, then the amount of altruism can be
continuously optimized by evolution. While kin and simi-
larity targeting have an advantage over green beard
targeting in adaptability, they do not have this advantage
over identical beard colour targeting. It is not surprising,
therefore, that identical beard colour targeting, which is
more accurate and as adaptive as kin and similarity target-
ing, was selected for over these alternatives in our
experiments.

Jansen & van Baalen [42] found that non-zero altruism
levels could be maintained with multiple beard colours,
but only when altruism levels were averaged across a
population. In their model, beard colours and altruism
traits were unlinked, allowing cheaters to easily appear
and replace any subpopulation of altruists that tempor-
arily emerged. Frequent altruist evolution and extinction
meant that at any given time it was likely there were
some altruist organisms in the population. Jansen & van
Baalen conclude that altruism levels become increasingly
unstable as the linkage increases between the phenotypic
marker (in their case, beard colour) and altruism level. By
contrast, such linkage is perfect in our identical beard
colour mechanism, but we find that altruism levels
quickly evolve to be maximally high and persist at that
high level across evolutionary time (figure 4). We believe
the phenomena Jansen & van Baalen describe are not due
to green beard dynamics, but instead resemble the
dynamics of kin selection, wherein altruism is maintained
by the constant formation of groups that have not yet
been invaded by cheaters (figure 3). In this situation,
altruism can be maintained at a population level only if
new cheater-free groups are constantly being created.
Such kin-based altruism could not be maintained in a
well-mixed population structure, yet such a population
structure should not preclude high levels of green beard
altruism (and did not in our experiments with the identical
beard colour mechanism). The stability of altruism levels
reported by Jansen & van Baalen is thus a property of a
constantly changing subset of the population, but no altru-
ist genotype can persist across evolutionary time because it
can be invaded once a cheater emerges. In contrast, the
identical beard colour mechanism can produce genotypes
that exhibit high levels of altruism and resist invasion
indefinitely (figure 4).

Although we have shown that identical beard colour
targeting can maintain high levels of altruism, it is
unlikely that natural, biological organisms use it as an
altruism-targeting mechanism. We consider it improbable
because identical beard colour targeting requires an even
more unlikely phenomenon to be caused by a single gene
than is the case for green beard genes. In addition to the
requirements of green beard targeting, the gene must

respond to mutations in such a way that new beard colours
are created simultaneously with changes in the bearer’s
altruism level and discrimination level. That said, green
beard genes were not thought to exist when they were
invented as thought experiments [4]. Another possible
green beard mechanism involves a collection of different
green beard genes, each with its own marker, that indepen-
dently contribute a fixed level of altruism. The costs,
benefits and existence in nature of this strategy remain
interesting open areas of research.

5. CONCLUSION
The main contribution of this paper is to provide empiri-
cal verification of the prediction of inclusive fitness theory
that natural selection will favour altruism-targeting strat-
egies that are increasingly accurate in targeting copies of
the altruist gene. Additionally, our experimental results
underscore that the altruism level of a gene is an impor-
tant aspect of an altruist gene. It has not been common
in the literature to discuss how altruistic a green beard
gene is, but this level of altruism is a key attribute when
green beard-targeting mechanisms compete with kin-
and similarity-targeting mechanisms. A further issue
highlighted in the paper is the importance of the adapta-
bility, or evolvability, of the altruism levels of different
targeting mechanisms. The evolvability of altruism-
targeting mechanisms plays a significant role in
determining which ones will succeed in evolving popu-
lations. Finally, in this paper, we demonstrate that a
variant on the green beard-targeting concept, identical
beard colour targeting, provides both perfect accuracy
and adaptability. When identical beard colour targeting
is available, natural selection favours it over its less
accurate rivals. However, the unlikelihood of an identical
beard colour targeting mechanism arising by chance in
nature is sufficiently high that it is likely to remain con-
fined to the realms of thought experiments and in silico
evolution.

Kevin Foster and Andy Gardner provided helpful reviews,
including Andy Gardner’s idea of multiple, fixed-threshold
green beard genes with different markers. We also thank
Elizabeth Ostrowski, Phil McKinley and the members of
the digital evolution laboratory at Michigan State
University. This work was supported by NSF grants CCF-
0643952, CNS-0751155 and CNS-0915885, by the
Cambridge Templeton Consortium Emerging Intelligence
grant, by a Michigan State University Dean’s Recruitment
Fellowship to J.C. and by a fellowship to J.C. from the
Quantitative Biology and Modelling Initiative at Michigan
State University.
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